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Abstract

In recent years, the rapid rise of Large Language Models (LLMs) has transformed multiple domains, in-

spiring new possibilities for automating complex cognitive tasks — including software engineering. This

work explores the potential of leveraging LLMs to accelerate the migration of legacy codebases to modern

environments. Traditional transpilers, which convert source code from one language to another, have long

relied on rule-based approaches and Abstract Syntax Tree (AST) transformations. While these methods are

reliable for syntactic conversions, they often struggle with contex -sensitive constructs, framework-specific

logic, and maintaining semantic fidelity between distinct programming paradigms. To address these chal-

lenges, this research integrates machine learning techniques into a contemporary transpiler architecture,

creating a novel hybrid system that combines the structural precision of AST-based transpilation with the

contextual understanding of generative AI models. The project involved conducting a comprehensive exper-

imental evaluation of several existing transpilers, assessing their execution time, CPU and memory usage,

and translation accuracy. Building upon these findings, an LLM-enhanced transpilation framework was

developed, introducing several innovative strategies: splitting ASTs into context-aware chunks to stay within

model limitations, automatically generating unit tests to verify correctness of translated code, and enabling

whole-project transpilation rather than single-file conversion. The final stage of the study compared the

performance and precision of this hybrid approach against the benchmarked tools.

Keywords LLMs, Source-to-source translation, AST, Code transformation, Semantic analysis, Transpi-

lation, Code generation
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Resumo

Nos últimos anos, o rápido crescimento dos Modelos de Linguagem Grande (LLMs) transformou vários

domínios, inspirando novas possibilidades para automatizar tarefas cognitivas complexas — incluindo en-

genharia de software. Este trabalho explora o potencial de aproveitar os LLMs para acelerar a migração

de bases de código legado para ambientes modernos. Os transpilers tradicionais, que convertem código-

fonte de uma linguagem para outra, há muito dependem de abordagens baseadas em regras e transfor-

mações Abstract Syntax Tree (AST). Embora esses métodos sejam confiáveis para conversões sintáticas,

eles frequentemente enfrentam dificuldades com construções sensíveis ao contexto, lógica específica da

estrutura e manutenção da fidelidade semântica entre paradigmas de programação distintos. Para en-

frentar esses desafios, esta pesquisa integra técnicas de aprendizagem automática a uma arquitetura de

transpilador contemporânea, criando um novo sistema híbrido que combina a precisão estrutural da tran-

spilagem baseada em AST com a compreensão contextual dos modelos generativos AI. O projeto envolveu

a realização de uma avaliação experimental abrangente de vários transpiladores existentes, avaliando o

seu tempo de execução, uso de CPU e memória e precisão de tradução. Com base nessas descobertas,

foi desenvolvida uma estrutura de transpilagem aprimorada por LLMs, introduzindo várias estratégias ino-

vadoras: dividir ASTs em blocos sensíveis ao contexto para permanecer dentro das limitações do modelo,

gerar automaticamente testes de unidade para verificar a correção do código traduzido e permitir a tran-

spilagem de todo o projeto em vez da conversão de um único ficheiro. A fase final do estudo comparou

o desempenho e a precisão dessa abordagem híbrida com as ferramentas de referência.

Palavras-chave Linguagem de Grande Porte (LLM), Tradução de fonte para fonte, Árvore sintáctica

abstrata (AST), Transformação de código, Transpilação, Geração de código
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Chapter 1

Introduction

Code translation represents a critical challenge in software engineering, since it involves the transfor-

mation of the source code from one programming language to another while preserving its fundamental

functionality. Traditionally, developers have relied on transpilers–specialized programs designed to au-

tomate this complex translation process. However, the development of a comprehensive transpiler is

inherently challenging and resource intensive (Plaisted, 2013).

The landscape of software development is rapidly evolving, with Artificial Intelligence (AI) increasingly in-

tegrating into the various domains of computational engineering. Recent technological advancements have

expanded the potential applications of machine learning techniques in software development processes,

particularly in areas such as:

• Vulnerability detection in software systems;

• Sophisticated program analysis techniques;

• Automated code generation and transformation.

Recent breakthroughs in LLMs have raised significant interest in exploring alternative code translation

methodologies. These advanced computational models present a potential paradigm shift in the way we

approach source code transformation, challenging traditional transpilation techniques (Pettorossi et al.,

2024).

This research aims to conduct a comprehensive comparative analysis of transpilers and models in the

large language domain of code translation. The primary focus is to empirically evaluate and compare these

approaches, examining their performance in translating source code from legacy programming languages

to modern programming environments. By investigating the nuanced capabilities of both transpilers and
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LLMs, it is desired to provide insights into their respective strengths, limitations, and potential synergies

in software engineering processes.

Looking into future implementations, on the transpiler side it will be used Another Tool for Language

Recognition (ANTLR), a sophisticated parser generator that enables precise text input processing based on

predefined grammatical rules. This tool will serve as a foundational framework for constructing a robust

source-to-source compiler and facilitating the desired comparative analysis. On LLMs side, there is still

research to be done on the next phases and a decision should be taken then.

1.1 Theoretical Context

The domain of code translation has witnessed the appearance of potential transformative advancements

through machine learning techniques, with transformer models emerging as a particularly promising ap-

proach. These models represent a paradigm shift in understanding and generating programming language

constructs, leveraging sophisticated neural network architectures.

Transformer Architecture in Code Translation

Transformer models, originally introduced by (Vaswani et al., 2023), have demonstrated remarkable

capabilities in natural language processing and have been increasingly adapted to programming language

translation. Key characteristics that distinguish these models include:

• Self-attention mechanisms enabling contextual understanding of code semantics;

• Parallel processing of code tokens, enhancing computational efficiency;

• Ability to capture complex syntactical and semantic relationships across programming languages.

Machine Learning Techniques for Code Representation

Several prominent approaches have emerged in representing and translating code using machine learn-

ing:

1. Sequence-to-Sequence Models: Neural network architectures that map input code sequences

to equivalent output sequences, focusing on preserving functional semantics Kim (2021).
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2. Pre-trained language models: Large-scale models such as CodeBERT (Feng et al., 2020) and

Generative Pre-trained Transformer (GPT)-based variants (Radford and Narasimhan, 2018) that

leverage extensive code corpora to generate contextually aware translations.

3. Representation Learning: Techniques that transform code into dense vector representations,

enabling a more nuanced understanding of programming language structures (Bengio et al., 2013).

Challenges in Machine Learning-Based Code Translation

Despite everything mentioned above, several critical challenges still persist:

• Maintaining precise semantic equivalence during translation;

• Handling language-specific idioms and programming paradigms;

• Generating human-readable and optimized target code;

• Addressing the computational complexity of large-scale translation tasks.

Koehn and Knowles (2017)

1.2 Motivation

The increasing complexity of software systems and the rapid evolution of programming languages create

significant challenges for organizations to maintain and modernize legacy codebases. Traditional code

translation methods have proven to be time-consuming, error-prone, and resource-intensive, so there is

room for innovative approaches that can streamline the transformation process while maintaining code

integrity and functionality (Pettorossi et al., 2024).

Machine learning techniques, particularly transformer-based models, present a promising alternative

to conventional transpilation methods (Vaswani et al., 2023). These advanced computational approaches

offer the potential to automate and optimize code translation processes, addressing critical limitations in

existing software modernization strategies. By leveraging sophisticated neural network architectures, ma-

chine learning models can potentially decode complex programming language semantics more effectively

than traditional rule-based transpilers (Raina et al., 2024).
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The motivation for this research comes from two primary considerations:

1. First, the growing technical debt accumulated in legacy systems poses substantial operational risks

for organizations. Many enterprises continue to rely on outdated programming languages that

become increasingly difficult to maintain, scale, and secure. Efficient code translation mechanisms

can help mitigate these risks by enabling smoother technological transitions.

2. Second, the computational linguistics underlying machine learning models has demonstrated re-

markable capabilities in understanding and generating human-like text. Extending these capabilities

to programming languages represents a potential a major technological innovation. The ability to

accurately translate code while preserving semantic nuances could revolutionize software mainte-

nance and modernization processes.

Contributions to Industry and Development Ecosystem

The outcomes of this Master’s project will assist developers and organizations by offering several strate-

gic advantages:

1. Cost Reduction: By providing a comparative analysis of machine learning and traditional transpi-

lation approaches, research can help organizations make more informed investment decisions in

technology. The potential for reducing manual translation efforts can produce into significant cost

savings.

2. Technical Risk Mitigation: The study will offer empirical information on the reliability and pre-

cision of machine learning-based code translation, helping organizations assess the feasibility of

adopting these emerging technologies in their software modernization strategies.

3. Optimization Strategies: The research will provide detailed performance metrics and compar-

ative analysis, enabling developers to understand the strengths and limitations of different code

translation methodologies.

4. Innovation Acceleration: The findings can inspire further research and development in machine

learning applications for software engineering, potentially catalyzing more advanced translation and

transformation techniques.

For small to medium enterprises struggling with technological legacy systems, this research offers a

potential pathway to more agile and adaptable software infrastructure. Large technology organizations can
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leverage these insights to develop more sophisticated code transformation strategies, reducing the friction

associated with technological transitions.

Ultimately, the presented work aims to bridge the gap between machine learning techniques and prac-

tical software engineering challenges, providing a rigorous exploration of how artificial intelligence can

transform the code translation processes.

1.3 Research Objectives

This research aims to explore the integration of machine learning techniques with traditional AST-based

transpilers to improve the accuracy and efficiency of cross-language code translation. Using the strengths

of machine learning models to handle complex and context-dependent translation.

To address these challenges, this research proposes a hybrid approach that combines traditional AST-

based transpilation with modern machine learning techniques, which has been confirmed to have sig-

nificant performance gains in the execution of deep learning code (Tavarageri et al., 2021). After that

context-sensitive translation mechanisms will be implemented and can preserve program semantics across

different programming paradigms (Lachaux et al., 2021). In the end, it is intended to evaluate the system’s

performance against traditional transpilers using established code quality metrics.

This research addresses a critical challenge in software engineering: the efficient and accurate transla-

tion of source code between programming languages. As technological landscapes evolve, organizations

face increasing pressure to modernize legacy systems while maintaining code functionality and semantic

integrity.

The purpose of this study is to compare Large Language Models (LLMs) to conventional transpilers

in a number of important areas. First, it looks at how well they perform in terms of handling language-

specific constructs, translation accuracy, and semantic preservation. It does this in an effort to determine

whether LLMs can continue to provide the same degree of accuracy and dependability as rule-based AST

conversions have historically been able to. The research’s consideration of the development effort required

for each strategy is another crucial component. The paper examines the differences between using LLMs

for code translation and developing and maintaining a transpiler, taking into account both approaches’

resource and computational requirements in addition to human labour. Additionally, the study assesses the
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viability of implementing LLM-based solutions for actual code migration activities. This entails determining

whether building a specialised transpiler or using LLMs as a translation engine is more beneficial given

trade-offs between accuracy and development effort. Lastly, the study looks into how much semantic

equivalency LLMs can maintain while translating. It looks at how well these models represent the original

code’s intent and structural meaning, particularly when working with intricate programming paradigms or

idioms unique to a given language that make conventional transpilation methods difficult to use.

Research Boundaries

While acknowledging the breadth of potential investigations, this study will focus specifically on:

• Code translations between selected programming languages;

• Comparative analysis of transpilers and LLMs approaches;

• Performance evaluation using predefined accuracy and efficiency metrics.

1.4 Technical Challenges and Innovation

The integration of machine learning techniques into code translation represents a complex computa-

tional challenge across multiple domains of software engineering and artificial intelligence. This work

faces technical obstacles that extend beyond syntactical transformations, diving into the domain of se-

mantic preservation and code understanding.

Applying machine learning to transpilation demands sophisticated approaches to manage contextual

complexity. Traditional translation methods are more prone to errors when facing the challenge of trans-

lating between different programming paradigms, whereas advanced neural network architectures offer

promising alternatives. Transformer-based models, particularly those that use self-attention mecha-

nisms, demonstrate remarkable capabilities in decoding more complex code structures in different pro-

gramming languages.

The primary architectural challenge emerges from the need to develop models that can comprehend

not just the literal syntax, but the underlying computational intent (Bastidas Fuertes et al., 2023). This

requires sophisticated sequence-to-sequence neural networks capable of capturing implicit programming
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conventions and handling language-specific idioms with precision. Hybrid architectures that combine neu-

ral network approaches with rule-based systems present particularly intriguing possibilities for addressing

these complex translation demands (Lachaux et al., 2021).

Performance evaluation becomes a multidimensional challenge, necessitating a comprehensive as-

sessment framework that extends beyond traditional metrics. Computational performance metrics such

as execution time, Central Processing Unit (CPU) consumption, memory utilization, and energy expendi-

ture provide critical information on the practical viability of machine learning-based translation approaches.

Simultaneously, translation quality must be rigorously assessed through metrics that evaluate semantic

accuracy, functional equivalence, and compilation success rates.

The validation strategy demands meticulous design, by incorporating standardized test suites across

multiple programming languages and implementing controlled experimental environments. Statistical

analysis becomes crucial in understanding the performance variations and potential limitations of ma-

chine learning translation models.

Potential limitations in this domain are significant. Machine learning models must demonstrate ro-

bust capabilities in handling complex, domain-specific code structures, managing translations of legacy

programming paradigms, and mitigating inherent model biases. These challenges require sophisticated

mitigation strategies that blend advanced machine learning techniques with deep computational linguistics

understanding (Le et al., 2020). As well has creating a framework able to test and validate to a significant

extent the produced outputs.

By systematically addressing these technical complexities, this work aims to improve the automated

code transformation processes, offering a rigorous, empirical exploration of how artificial intelligence can

improve software translation processes.

1.5 Methodological Approach

The structural design ensures a rigorous, systematic approach to investigating machine learning tech-

niques in code translation:

• Establishing theoretical context

• Reviewing existing methodologies
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• Conducting empirical investigation

• Critically analyzing results

To accomplish this Master Thesis objectives, it is used this iterative methodology based on literature

revision, solution proposal,implementation and testing.

To carry out this approach, the working plan is composed of the following six steps that follow Design

Science Research (DSR) phases (Peffers et al.) :

• Identify the problem and the motivation to solve it:

– Bibliographic study to deeply understand transpilers, their current architectures, and funda-

mental limitations;

– Bibliographic study to understand ML and Artificial Intelligence (AI) concepts, specifically their

application in transpiler optimization.

• Define objectives for the solution:

– Establish quantitative and qualitative metrics for transpiler enhancement evaluation;

– Specify functional and non-functional requirements of the proposed approach.

• Design and Development :

– Investigation and development of ML models for code transformation optimization;

– Development of intermediate code representation suitable for neural network processing;

– Implementation of inference mechanisms for optimized code generation.

• Demonstration :

– Application of developed models on representative test datasets;

– Execution of comparative experiments between traditional and ML-based approaches;

– Analysis of optimization impact on generated code quality.

• Evaluation:

– Quantitative analysis of model performance and efficiency;
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– Qualitative assessment of code transformation adequacy;

– Validation through real-world use cases;

– Identification of limitations and future improvement opportunities.

• Communication:

– Complete documentation of methodology and obtained results;

– Publication in relevant scientific venues;

– Open-source release of implementation and datasets.

This methodology ensures systematic development of a solution that enhances transpilation through

ML techniques, advancing the state of the art in compiler technology.

1.6 Document Structure

This document is divided into seven chapters; the first one is the introduction where important topics like

context, motivation, objectives, challenges, and approaches are discussed. The introduction highlights the

importance of code translation in software engineering, especially with the rapid evolution of technology

and the need to modernize legacy systems. It emphasizes that traditional transpilation methods often

struggle with preserving semantic integrity and handling language-specific constructs, which are critical

for maintaining code functionality post-translation.

Chapter 2 is the state-of-art study about transpilers where a lot of relevant information about the transpi-

lation process and transpilers tools are explained. The study reported includes the exploration of advanced

transpilation technologies and their critical role in modern software development. Transpilers bridge lan-

guage ecosystems, enabling developers to use cutting-edge features while maintaining compatibility with

existing environments. They facilitate language interoperability, feature adoption through polyfills, and

streamline technological migration and codebase modernization. It also will explain how transpilers sup-

port cross-language development and their respective testing. However, challenges such as semantic

preservation, performance overheads, and debugging complexity must be addressed.

Chapter 3 explores the integration of Artificial Intelligence (AI) into code translation, primarily through

transpilers (source-to-source compilers), addressing the limitations of traditional rule-based systems which

struggle with complex language features and preserving functionality. AI simulates human intelligence
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processes, such as learning and reasoning, making transpilation more efficient and adaptable. Machine

Learning is central, enabling systems to learn syntax and semantics from code repositories, predict opti-

mal transformations, and infer code intent. ML employs paradigms like supervised learning for accurate

code mapping, unsupervised learning for structural analysis, and reinforcement learning for optimizing

translation strategies based on performance feedback. Concurrently, Natural Language Processing (NLP)

treats programming languages as structured languages, utilizing techniques such as tokenization, pars-

ing, and semantic analysis to ensure deep code understanding and precise transformations. Beyond

basic translation, AI extends transpiler capabilities to include Automated Refactoring for code quality im-

provement, sophisticated Error Detection and Correction via static and dynamic analysis, and advanced

Cross-Linguistic Translation models (like sequence-to-sequence transformers) that tackle syntactic diver-

gence and guarantee semantic preservation across different paradigms.

Chapter 4, the proposal, presents the system architecture designed for comparative analysis between

machine learning-based approaches and traditional transpilation methods in code translation. The pro-

posed framework should integrate multiple components to enable rigorous evaluation based on perfor-

mance metrics, accuracy, and resource utilization.

Chapter 5 explores an independent comparative analysis of various code transpilers, selected largely

based on their popularity and adoption by the developer community on GitHub. The study’s method-

ology involved testing these tools using code extracts that all implemented the exact same functional

logic—processing a list of numbers to ensure a consistent basis for comparison across different source

languages (like JavaScript/TypeScript, C, and Java). Practical testing was challenging, as several

initially selected tools could not be successfully installed on the Linux testing environment, restricting the

study to a subset of operational transpilers. For those successfully tested, the core evaluation focused

on four main metrics: execution time, CPU usage, memory consumption, and translation accuracy (or

fidelity).

Chappter 6 detailed the architecture and implementation of an automated Java-to-Python translation

system designed specifically to migrate legacy applications by moving beyond lexical substitution and oper-

ating entirely on the Abstract Syntax Tree (AST). Structured as a modular, multi-phase pipeline, the system

first used the Java Parser Frontend (powered by ANTLR) to convert source code into a structured

JSON AST. A critical Framework and Context Analyzer component then performed static analysis to detect

the use of major technologies, including Spring, Hibernate, and Struts, compiling this evidence into
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metadata essential for architectural translation. The core translation logic resided in the AI Transformation

Core, which leveraged Google’s Gemini Large Language Model. The model was strictly governed by an

extensive system prompt that encoded hundreds of explicit rules for sophisticated AST-to-AST mapping,

enabling framework migration (e.g., from Spring MVC to Flask) and the translation of core language

constructs. To ensure reliability with large enterprise files, a structure-aware chunking strategy was im-

plemented. Finally, the PythonAST Reconstructor and Code Generator took the AI’s translated JSON,

validated and merged the resulting Python AST fragments, and reliably generated the final, executable

Python source code using the native ast.unparse() function.

Chapter 7 is the conclusion, and provides a systematic synthesis of the document, moving from the-

oretical foundations to empirical investigation and final insights. Also it asks if that all initially proposed

objectives were successfully achieved, so it can validate that the integration of Machine Learning techniques

significantly enhances the overall effectiveness of transpilation processes. Future work was recommended

to address minor drawbacks and potentially extending the methodology to legacy programming languages

like COBOL.
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Chapter 2

Transpilers - Bibliographic Review

As software development continues to evolve, transpilers have become essential tools to convert source

code between different programming languages and to manage compatibility between multiple language

versions. This capability is particularly important in projects that need to maintain code across different

platforms or need to gradually migrate between programming languages while preserving functionality.

2.1 Defining Transpilers

Transpilers, also known as source-to-source compilers, are specialized tools that enable a unique form of

code transformation by translating source code from one programming language or version to another while

preserving its fundamental computational semantics (Fuertes et al., 2023). Unlike traditional compilers

that convert source code directly to machine code, transpilers operate at a higher level of abstraction,

facilitating complex language translations that maintain the original code’s intent and structure (Schneider

and Schultes, 2022).

The conceptual framework of transpilers is distinguished by a three-stage transformational process:

parsing the source language into an Abstract Syntax Tree, performing semantic and syntactic transforma-

tions, and generating equivalent code in the target language (Ilyushin and Namiot, 2016). This approach

provides developers with a clear method that intends to give flexibility and reach the final objective: to

translate code from a source to a target language.

Nicolini et al. (2023) emphasizes that transpilers are critical in addressing the dynamic nature of pro-

gramming languages, enabling developers to adopt modern language features while ensuring backward

compatibility (in terms of functionality) and system interoperability. A widely known example is the Type-

Script transpiler, which allows developers to use advanced JavaScript features that are compiled down to

earlier ECMAScript versions, thus ensuring broader browser and platform support (Japikse et al., 2019).
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The significance of transpilers extends beyond mere code translation. It serves as a crucial tool for

software modernization, enabling technological migration and providing developers with mechanisms to

overcome compatibility limitations inherent in traditional software development approaches.

2.2 Source-to-Source Translation

The development of source-to-source translation techniques represents a critical trajectory in the evolu-

tion of programming language technologies, reflecting the ongoing challenges of software adaptation and

language interoperability. This section explores the foundational origins and subsequent technological

progression that have shaped transpilation methodologies.

Source-to-source translation emerged from the need to overcome limitations in programming language

design and compatibility. (Pettorossi et al., 2024) Early computational research in the 1960s and 1970s

recognized the potential for program transformation as a mean to address technological constraints and

expand the capabilities of emerging programming paradigms. Researchers initially explored program trans-

formation techniques as a way to optimize code, improve portability, and enable more sophisticated lan-

guage abstractions (Gaudillière-Jami, 2020).

The earliest forms of source-to-source translation were primarily focused on program optimization and

platform-specific adaptations. Fortran and COBOL preprocessors from the 1960s can be considered pre-

cursors to modern transpilers, demonstrating the initial conceptual approaches to source code transforma-

tion. These early systems attempted to translate code between different dialects or add preprocessor-level

capabilities that extended the expressiveness of existing programming languages (Johnson, 1987) (Allen,

2024).

2.3 Technological Progression

The evolution of source-to-source translation witnessed significant milestones with the surge of more

sophisticated programming paradigms and the increasing complexity of software systems. The 1980s

and 1990s saw the development of more advanced program transformation techniques, particularly in

functional and object-oriented programming languages (Berdonosov and Zhivotova, 2014). Researchers

began developing more sophisticated tools that could perform complex semantic-preserving transforma-

tions across different programming language abstractions.
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Key technological advancements included the development of more robust parsing techniques, the intro-

duction of AST representations, and the creation of increasingly sophisticated transformation algorithms.

The rise of multi-paradigm programming languages and the need for cross-language interoperability further

accelerated the development of more advanced transpilation techniques (Grune and Jacobs, 2008).

The emergence of web technologies in the late 1990s and early 2000s marked a new branch in the

transpilers ecosystem. JavaScript transpilers, such as Babel 1, became crucial in addressing the rapid

evolution of web standards and browser compatibility challenges. These tools enabled developers to use

modern language features while maintaining support for older browser environments, effectively bridging

technological generations. (Andrés and Pérez, 2017)

2.4 Parsing Methodologies

Parsing serves as the initial stage of a transpilation process, transforming raw source code into a

structured representation that can be analyzed and manipulated. The parsing phase involves two critical

components: lexical and syntactic analysis (Cox and Clarke, 2003).

Lexical analysis breaks down the source code into a sequence of tokens, identifying individual language

constructs such as keywords, identifiers, literals, and operators. Syntactic analysis then examines these

tokens to verify their compliance to the defined language’s grammatical rules and constructs a hierarchical

representation of the code.

Different parsing techniques have been developed to handle the complexities of modern programming

languages. These include top-down parsing methods like recursive descent parsing, bottom-up approaches

such as LR parsing, and more advanced techniques like GLR (Generalized LR) parsing that can handle

ambiguous and context-sensitive grammatical structures (Goodman, 1999) (Johnstone et al., 2006). Each

methodology offers advantages and disadvantages in terms of performance, flexibility, and complexity of

language parsing.

1 https://babeljs.io/docs/
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2.5 Abstract Syntax Tree

The Abstract Syntax Tree represents a representation that captures the structural and semantic essence

of the source code. An AST is a tree-like data structure where each node represents a construct in the

source code, abstracting away syntactic details while preserving the essential computational meaning

(Jiang et al., 2021). This representation provides a structured intermediate form that abstracts the syntactic

details of source code into a tree-based data structure. While AST enable code analysis and transformation,

the complete transpilation process typically requires multiple steps of transformation between the source

AST and target code generation, including semantic analysis and language-specific optimizations (Raina

et al., 2024).

Key characteristics of AST include:

• Hierarchical representation of code structure;

• Removal of syntactic sugar and redundant grammatical elements;

• Preservation of semantic relationships between code constructs;

• Facilitation of language-independent code transformations.

(Grune and Jacobs, 2008)

The generation of an AST involves traversing the parse tree and changing it to reflect the grammatical

and semantic relationships within the original source code. Each node in the tree can represent various

programming constructs such as function declarations, control flow structures, variable assignments, and

expressions (Grosser et al., 2015).

2.6 Code Transformation

Code transformation represents the core computational process of transpilation, where the AST is sys-

tematically modified to generate equivalent code in the target language or version (Thongtanunam et al.,

2022). This phase involves multiple strategies to ensure semantic preservation while adapting to the target

language’s specific syntactic and structural requirements (Baar and Marković, 2007).

The transformation process typically encompasses several key strategies:

• Structural transformation of language constructs;
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• Semantic mapping between different language features;

• Handling of language-specific idioms and patterns;

• Generating optimized and compatible target code.

Complex transformations may involve multiple traversals over the AST, each one addressing different

aspects of code translation (Thongtanunam et al., 2022). These can include:

• Feature adaptation (e.g., translating modern JavaScript features to ES5);

• Paradigm translation (converting functional programming constructs to imperative styles);

• Semantic equivalence preservation;

• Performance optimization.

2.7 Typology of Transpilers

The diverse landscape of transpilation technologies can be categorized into distinct typological clas-

sifications, each addressing specific challenges in software development and language interoperability.

This section explores the primary taxonomies of transpilers, highlighting their unique characteristics and

technological applications.

2.7.1 Technical Mechanics of Transpilation

Transpilation represents a complex process of source code transformation that requires sophisticated

computational techniques to ensure accurate and semantically preserving translation between program-

ming languages or language versions. This section delves into the intricate technical mechanisms that

underpin the transpilation process.

2.7.2 Language-to-Language Transpilers

Language-to-language transpilers represent an approach to cross-language code transformation, en-

abling developers to translate source code between fundamentally different programming languages.

These transpilers address the challenge of linguistic heterogeneity in software ecosystems, facilitating

code reuse, platform migration, and technological integration (Wang and Wang, 2024).
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The translation process involves semantic mapping, addressing not just syntactic differences but also

paradigmatic variations between source and target languages. For example, transpilers might translate

between statically-typed and dynamically-typed languages, or between languages with different memory

management approaches, requiring sophisticated computational strategies to preserve the original code’s

computational intent (Plaisted, 2013) (Kratchanov and Ergün, 2018).

2.7.3 Version Transpilers

Version transpilers focus on managing the evolutionary challenges of programming languages by en-

abling code migration between different versions of the same language. These tools are particularly useful

in rapidly evolving language ecosystems where backward compatibility and feature adoption present a

significant challenge for developers (Bastidas Fuertes et al., 2023).

Modern version transpilation goes beyond syntax updates, addressing semantic changes, deprecation

of language features, and introducing modern language capabilities to legacy codebases. JavaScript tran-

spilers like Babel exemplify this approach, allowing developers to use next-generation ECMAScript features

while maintaining compatibility with older browser environments (Thomas Schoenemann, 1999).

2.7.4 Paradigm Transpilers

Paradigm transpilers represent the most complex form of source code transformation, addressing the

fundamental challenges of translating between different programming paradigms. These advanced tran-

spilation techniques attempt to bridge conceptual differences between computational approaches such

as functional, imperative, object-oriented, and declarative programming models. The translation between

programming paradigms, requires deep understanding of computational semantics, involving complicated

transformation strategies that go beyond syntactic conversion (Andrés and Pérez, 2017).

2.8 Web Development Ecosystem

The web development landscape has been particularly revolutionized by transpilation technologies,

addressing the intricate challenges of browser compatibility, language evolution, and feature adoption.

JavaScript transpilers have become instrumental in enabling developers to leverage modern language

features while maintaining broad platform support.
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Tools like Babel have transformed web development by allowing developers to write code using the

latest ECMAScript specifications while generating compatible code for older browser environments. This

approach enables immediate adoption of cutting-edge language features, such as arrow functions, destruc-

turing, async/await, and module systems, without sacrificing compatibility with legacy systems (Nicolini

et al., 2024).

Beyond JavaScript, transpilers have facilitated the integration of alternative language technologies into

web development. TypeScript and CoffeeScript exemplify how transpilation enables developers to use

enhanced type systems and alternative language syntaxes while ultimately generating standard web-

compatible JavaScript Maharry (2013).

2.9 Software Modernization

Software modernization represents a major application of transpilation technologies, addressing the

challenges of legacy system evolution and technological migration. Transpilers provide a strategic approach

to gradually updating and transforming existing codebases, enabling organizations to incrementally adopt

modern programming practices without complete system rewrites.

The modernization process involves complex transformations that go beyond syntax updates. Tran-

spilers can facilitate:

• Migration between programming language versions;

• Adaptation of legacy code to modern architectural patterns;

• Integration of contemporary programming paradigms;

• Gradual technological stack updates.

By providing a mechanism for controlled and predictable code transformation, transpilers mitigate the

risks associated with large-scale system rewrites, offering a more economical and less disruptive approach

to technological evolution (Neumann, 1996).
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2.10 What problem does transpilers solve

Transpilers address several fundamental challenges in software development and language engineering

(Fuertes et al., 2023):

Compatibility Barriers

Transpilers overcome the limitations imposed by various technological ecosystems, allowing code to run

on different platforms, browsers, and runtime environments. They bridge technological gaps that would

otherwise prevent code reuse and cross-platform development.

Language Feature Adoption

By providing a mechanism for backward compatibility, transpilers allow developers to immediately lever-

age advanced language features without waiting for complete environment support. This accelerates the

adoption of innovative programming techniques and language improvements.

Technical Debt Management

Organizations can use transpilers as a strategic tool for managing technical debt, gradually modernizing

codebases without requiring complete rewrites. This approach allows incremental improvements and

reduces the risks associated with massive system transformations.

Paradigm and Architectural Flexibility

Transpilers enable more flexible approaches to software design by facilitating translations between different

programming paradigms and architectural styles. This flexibility supports more adaptive and innovative

software development strategies.

Performance and Optimization

Advanced transpilation techniques can introduce performance optimizations, transforming code to more

efficient representations while maintaining the original computational intent.

Code Maintainability

By using transpilers, developers can write cleaner, more maintainable code in languages or dialects that

offer better syntax, type checking, or other enhancements. This code is then transpiled into a standard
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language for execution.

Cross-Language Integration

Transpilers facilitate the integration of different programming languages within a project. For example,

TypeScript and CoffeeScript transpile to JavaScript, allowing developers to use these languages’ features

while still producing standard JavaScript code.

2.11 Performance Considerations

Performance represents a critical concern in transpilation technologies, introducing computational over-

head that can potentially impact software efficiency. The process of source-to-source translation inherently

involves multiple stages of code analysis, transformation, and regeneration, each of which contributes to

computational complexity and potential performance degradation (Fang et al., 2023).

The performance challenges manifest in several dimensions. Firstly, the parsing and AST generation

processes might require substantial computational resources, introducing additional processing time com-

pared to direct compilation or interpretation. Each transformation adds layers of computational complexity,

potentially increasing memory consumption and processing time (Rabinovich et al., 2017).

Moreover, the generated code might not always achieve the same level of optimization as hand-written

or directly compiled code. Transpilers must balance between preserving semantic accuracy and gener-

ating performant code, a challenging trade-off that can result in suboptimal runtime characteristics. The

additional abstraction layer introduced by transpilation can lead to performance penalties, especially in

computationally intensive applications (Searcey, 2023).

2.12 Technical Complexities

The technical complexities of transpilation extend far beyond simple code translation, representing a

domain of computational problem-solving. Maintaining semantic equivalence between source and tar-

get languages, requires a deep understanding of computational models, language-specific nuances, and

intricate transformation strategies. Semantic preservation emerges as a challenge, demanding intricate

mapping between different language constructs, type systems, and computational paradigms (Jin, 2024).
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Transpilers must translate accurately not just syntactic structures but also preserve the fundamental com-

putational intent across potentially vastly different language ecosystems.

The complexity is further amplified by the diversity of modern programming languages, each with unique

type systems, memory management approaches, and computational abstractions. Translating between

languages with fundamentally different paradigms—such as from a functional to an imperative program-

ming model—requires sophisticated algorithmic approaches that can accurately represent complex com-

putational behaviors Alves et al. (2012).

One of the most challenging aspects of transpilation involves translating language-specific instructions

that lack direct equivalents in the target language. Consider the translation from C to Python, which

illustrates the intricate nature of semantic preservation. In C, low-level memory management and pointer

manipulation represent critical areas where direct translation becomes problematic.

Consider this C function that demonstrates direct memory manipulation and pointer arithmetic that

cannot be straightforwardly translated to Python:

void modify_memory_directly(int* buffer, size_t size) {

for (size_t i = 0; i < size; i++) {

((char)buffer + i) = (((char)buffer + i) + 1) % 256;

}

}

(MinéAntoine, 2006)

Translating this C function to Python presents several fundamental challenges that highlight the inherent

differences in memory management and low-level system interactions between the two languages:

• Pointer Manipulation Limitations: Python does not support direct pointer arithmetic or type

casting in the same manner as C. The explicit conversion of an integer pointer to a character pointer

and subsequent byte-level manipulation is not possible in Python’s memory model.

• Memory Access Restrictions: The function performs direct byte-level memory modification,

which is categorically prevented in Python. Python’s memory management abstracts away low-

level memory access, prioritizing safety and type integrity over direct memory manipulation.
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• Type Safety and Abstraction: Python’s type system and memory management prevent the kind

of unsafe, low-level operations demonstrated in the C code. The ability to directly increment bytes

of an integer buffer is fundamentally incompatible with Python’s memory abstraction.

• Computational Semantics: The modulo operation on individual bytes, effectively creating a

cyclic byte increment, cannot be directly replicated in Python without significant restructuring of the

algorithm.

A theoretical Python translation would require a completely different approach, potentially using byte

arrays or alternative algorithms that respect Python’s memory management constraints. This example

illustrates the non-trivial challenges in translating low-level system programming constructs between lan-

guages with fundamentally different memory models and design philosophies.

As Bastidas Fuertes et al. (2023) proved debugging transpiled code presents another significant techni-

cal challenge. The generated code often diverges substantially from the original source, making traditional

debugging techniques less effective. Developers must navigate the additional complexity of understanding

transformations and tracing issues through multiple layers of code generation .

2.13 Summary

The journey of transpilation technologies represents a pivotal narrative in the evolution of software

development, reflecting the dynamic nature of programming languages and the continuous quest for more

flexible, adaptive computational approaches.

The contemporary landscape of transpilation technologies demonstrates a remarkable maturity and

sophistication. Modern transpilers have evolved from simple code translation tools to complex systems

that enable fundamental transformations across programming paradigms, languages, and technological

ecosystems.

Current transpilation technologies excel at addressing critical challenges in software development, in-

cluding language interoperability, feature adoption, and technological migration. Tools like Babel for

JavaScript, TypeScript transpilers, and cross-language transformation frameworks have become integral

components of contemporary software engineering workflows. These technologies provide developers with
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unprecedented flexibility in managing the complexity of evolving programming languages and platforms

(Fuertes et al., 2023).

The future of transpilation technologies presents exciting opportunities for further research and techno-

logical innovation. Emerging research directions suggest several promising avenues of exploration:

• Artificial intelligence and machine learning techniques are increasingly being integrated into transpi-

lation processes. These approaches promise more intelligent, context-aware code transformations

that can potentially generate more optimized and semantically precise translations across program-

ming languages (Melo et al., 2023).

• There is growing interest in developing more sophisticated transpilers that can handle increasingly

complex paradigm shifts. Research is focusing on creating more nuanced transformation tech-

niques that can accurately translate between fundamentally different computational models, such

as functional, imperative, and declarative programming paradigms (Lyu et al., 2023).

Additionally, the growing complexity of distributed and cloud-native computing environments demands

more advanced transpilation techniques. Future research will likely explore how transpilers can facilitate

more integration across diverse technological ecosystems, supporting increasingly complex software ar-

chitectures (Ringlein et al., 2020).

The ongoing evolution of transpilation technologies reflects a broader trend in software engineering:

the pursuit of more flexible, adaptable, and intelligent computational tools. As programming languages

continue to evolve and new technological challenges emerge, transpilers can play a crucial role in bridging

technological boundaries and enabling more innovative software development approaches.
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Chapter 3

AI in Code Translation - Bibliographic Review

Artificial Intelligence refers to the simulation of human intelligence processes by machines, particularly

computer systems. These processes include learning (the ability to improve from experience), reasoning

(drawing conclusions from data), problem-solving, and understanding language. In the realm of software

development, AI encompasses various technologies that enhance automation, decision-making, and user

interaction.

Key components include Machine Learning (ML), which enables algorithms to learn from data and

improve over time, thereby automating tasks and enhancing user experiences (Bennaceur and Meinke,

2018). Natural Language Processing (NLP) facilitates human-computer interaction by allowing systems to

understand and generate human language, essential for applications like chatbots and virtual assistants

(Joshi, 1991). Deep learning, a subset of ML, utilizes neural networks to recognize patterns and make

predictions, driving advances in complex AI models (Salakhutdinov, 2014). Furthermore, computer vision

empowers applications to interpret visual data, crucial for technologies such as self-driving cars (Freeman,

1999). Together, these technologies define the scope of AI in software development and transform the

way applications are built and operated.

Among the various tools in software development, transpilers, short for ”source-to-source compilers”,

hold a significant place. A transpiler converts source code from one programming language to another

while maintaining a similar level of abstraction. Transpilers are essential for tasks such as:

• Migrating legacy code to modern programming languages.

• Enabling cross-platform compatibility by translating code for different environments.

• Optimizing code for performance or readability.
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However, traditional transpilers often rely on predefined rules and heuristics to perform translations.

While effective for straightforward conversions, these rule-based systems face challenges with more com-

plex transformations, such as:

• Handling language-specific idioms or features unique to certain programming languages.

• Optimizing code for specific hardware or runtime environments.

• Preserving the original code’s intent and functionality across different language paradigms.

(Fuertes et al., 2023)

This is where AI, particularly Machine Learning and NLP, can significantly enhance transpiler function-

ality. When applied to transpilers, ML can enable the system to:

• Learn from Code Repositories: By analyzing vast amounts of code, ML models can under-

stand the syntax and semantics of different programming languages, leading to more accurate and

efficient translations.

• Predict Optimal Transformations: ML can identify code patterns and suggest optimizations,

such as improving performance or reducing resource usage.

• Understand Code Intent: ML can infer the intended functionality of code, ensuring that transla-

tions preserve the original behavior.

(Sharma et al., 2021)

Natural Language Processing, traditionally used for processing human languages, can be adapted to

parse and interpret programming languages. By leveraging NLP techniques such as tokenization, parsing,

and semantic analysis, transpilers can better grasp the structure and meaning of code, facilitating more

precise transformations (Mihalcea et al., 2006). Moreover, AI can extend the capabilities of transpilers

beyond simple translation. For instance:

• Automated Refactoring: AI-driven systems can suggest or apply improvements to code struc-

ture, enhancing readability, maintainability, or performance without human intervention.

• Error Detection and Correction: AI can learn from past code errors and successes, allowing

the transpiler to identify potential bugs or inefficiencies and propose fixes.
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• Cross-Linguistic Translation: AI can address challenges in translating between disparate pro-

gramming languages by understanding their unique features and idioms.

(Bastidas Fuertes et al., 2023)

In summary, integrating AI into transpilers addresses the limitations of traditional rule-based systems,

offering more intelligent, adaptable, and efficient tools for code translation and optimization. This research

aims to provide a comprehensive understanding of how AI can revolutionize transpilation, making it a more

powerful tool in modern software development.

3.1 Machine Learning Fundamentals

As mentioned previously, Machine Learning (ML) is a critical branch of artificial intelligence that em-

powers systems to learn from data and enhance their capabilities over time without explicit programming.

This section explores the core concepts and key algorithms of machine learning, which are foundational

for applications such as improving transpilers. By understanding these principles, we can use ML to en-

hance the precision of code translation, optimize performance, and detect errors effectively (Bennaceur

and Meinke, 2018).

3.1.1 Core Concepts

Machine learning encompasses three primary paradigms: supervised learning, unsupervised

learning, and reinforcement learning. Each offers unique approaches and applications, particularly

relevant to tasks like transpilation.

Supervised Learning

In supervised learning, a model is trained on a labeled dataset where each input is paired with its

corresponding output. The model learns to predict outputs for new inputs by minimizing prediction er-

rors. For transpilation, supervised learning can map code from one language to another. For instance, a

model trained on Java-to-Python code pairs could predict Python equivalents for Java constructs, such as

converting a Java for loop into a Python range-based loop (Courtney et al., 2020).
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Unsupervised Learning

This approach processes unlabeled data to uncover hidden patterns or groupings without predefined

outputs. In the context of transpilers, unsupervised learning can cluster similar code segments or detect

recurring patterns across languages, aiding in structural analysis or anomaly detection. For example, it

might identify common coding idioms that inform more robust translation rules (Hu et al., 2020).

Reinforcement Learning

Reinforcement learning trains an agent to make sequential decisions by interacting with an environment,

guided by rewards or penalties. Though less common in transpilation, it could optimize the translation

process itself. An agent might learn to select translation strategies that maximize code performance, such

as prioritizing memory-efficient constructs based on runtime feedback (Wang et al., 2022b).

3.1.2 Algorithms

Several machine learning algorithms are particularly suited to enhancing transpilers by analyzing, pre-

dicting, and generating code transformations.

Decision Trees

Decision trees partition data into branches based on feature values, culminating in decisions at the

leaves. Their interpretability makes them ideal for classifying code elements or predicting translation

choices (Suthaharan, 2016). For example, a decision tree could decide whether a conditional statement

in C++ translates best to an if block or a ternary operator in Python, based on syntax and context.

Neural Networks

Neural networks, especially deep learning variants, excel at modeling complex, non-linear relationships

in data through layered nodes. In transpilation, they can capture code semantics or perform sequence-

to-sequence translations. Models like Transformers, widely used in natural language processing, could

translate entire codebases by learning contextual relationships between source and target languages (Li

et al., 2023).
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Regression Models

Regression models predict continuous outcomes, such as performance metrics, from input features.

In transpilation, they can estimate the efficiency of translated code (e.g., execution time or resource us-

age), enabling the transpiler to select optimal translations. A linear regression model might correlate the

complexity of the code with run-time, guiding optimization decisions (Marandi and Khan, 2015).

Together, these core concepts and algorithms enable machine learning to revolutionize transpilation,

making it more intelligent and adaptive. Supervised learning drives accurate translations, unsupervised

learning reveals structural insights, and reinforcement learning refines processes, while algorithms like

decision trees, neural networks, and regression models provide the tools to execute these tasks effectively.

3.2 Natural Language Processing (NLP)

Natural Language Processing (NLP), a field of artificial intelligence focused on the interaction between

computers and human language, is increasingly being adapted to process and transform programming

languages. In the context of transpilation NLP offers powerful techniques to enhance code understanding

and transformation. This section explores the role of NLP in transpilation and examines specific techniques,

including tokenization, parsing, semantic analysis, and code generation, that enable more accurate and

efficient code translation (Mihalcea et al., 2006).

3.2.1 Role in Transpilation

Transpilation goes beyond simple syntactic conversion; it requires a deep understanding of a program’s

structure, intent, and behavior to produce equivalent code in a target language. Traditional transpilers often

rely on rigid, rule-based systems that struggle with complex language features, idiomatic expressions, or

subtle semantic differences (Fuertes et al., 2023). NLP provides a more flexible and intelligent approach

by treating programming languages as structured forms of language that can be analyzed and transformed

using linguistic methods.

By leveraging NLP, transpilers can achieve the following:

• Improved Code Understanding: NLP techniques break down code into meaningful components

and analyze its syntactic and semantic structure, enabling a clearer grasp of its logic and purpose.
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• Accurate Transformation: By interpreting the intent behind the code, NLP ensures that trans-

lations preserve functionality and adhere to the conventions of the target language.

• Context-Aware Solutions: NLP allows transpilers to generate code that is not only correct but

also optimized and idiomatic, adapting to the nuances of different programming paradigms.

(Ben-Nun et al., 2018)

This linguistic perspective makes transpilation more robust, reducing errors and enhancing the ability

to handle diverse and complex codebases.

3.2.2 Techniques

NLP employs a series of techniques that form a pipeline for processing and transforming code. While

originally developed for natural languages, these methods can be adapted to programming languages,

accounting for their stricter syntax and precise semantics. Below, we explore four key techniques: tok-

enization, parsing, semantic analysis, and code generation.

Tokenization

Tokenization is the process of splitting code into smaller units, or tokens, such as keywords, identifiers,

operators, and literals. Much like breaking a sentence into words in natural language, tokenization in code

identifies the fundamental building blocks for further analysis. For example, in the Python statement if x

> 5:, tokenization would produce the tokens if, x, >, 5, and :. This step is essential in transpilation, as it

provides a granular view of the source code, enabling accurate interpretation and transformation into the

target language (Grefenstette, 1999).

Parsing

Parsing analyzes the sequence of tokens to determine the grammatical structure of the code, typically

generating a parse tree or Abstract Syntax Tree (AST). This tree represents the hierarchical organization of

the code based on the language’s syntax rules. For instance, in the expression a + b * c, parsing recognizes

that multiplication takes precedence over addition, structuring the tree accordingly. In transpilation, parsing

ensures that the relationships between code elements are understood and preserved, maintaining the

correct logic and flow in the translated output (Sippu and Soisalon-Soininen, 2012).
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Semantic Analysis

Semantic analysis goes beyond syntax to uncover the meaning and intent of the code. It examines

aspects such as variable scopes, data types, and function behaviors to ensure the code’s functionality

is fully understood. For example, it might determine whether a variable is local or global or whether

a function call is recursive. This step is critical in transpilation, as different languages may implement

semantics differently (e.g., pass-by-value vs. pass-by-reference). By using techniques like control flow

analysis and data flow analysis, semantic analysis ensures that the translated code behaves equivalently

to the original (Wilhelm et al., 2013).

Code Generation

Code generation is the final stage, where the analyzed code is transformed into the target programming

language. In NLP, this is akin to generating text based on an understanding of meaning; in transpilation,

it involves producing code that is both syntactically correct and semantically equivalent. Advanced NLP

models, such as sequence-to-sequence transformers, can be trained on large datasets of code to predict

optimal translations. For instance, a JavaScript forEach loop might be translated into a Python for

loop, preserving logic and adhering to Python’s conventions. This step leverages insights from earlier

techniques to produce high-quality, context-aware code (Shin and Jaechang, 2021).

These techniques work together to create a comprehensive process for transpilation. Tokenization and

parsing handle the structural aspects of code, while semantic analysis and code generation focus on

meaning and output, adapting NLP’s strengths to the unique challenges of programming languages.

3.3 Code Analysis and Optimization

In the context of enhancing transpilers with machine learning techniques, code analysis and optimization

represent critical areas where artificial intelligence can significantly improve the transformation process.

This section examines the methodologies and approaches for applying machine learning to code analysis

and optimization tasks.
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3.3.1 Static vs. Dynamic Analysis

Static Analysis

Static analysis involves examining code without executing it, focusing on the structure, syntax, and

potential behavior of programs (Louridas, 2006). Machine learning techniques have revolutionized static

analysis by enabling more sophisticated pattern recognition and prediction capabilities.

Traditional static analyzers rely on predefined rules and heuristics, which often fail to capture complex

code relationships. Machine learning models, particularly those based on graph neural networks and trans-

former architectures, can represent code as ASTs or control flow graphs and learn from vast repositories

of code to identify patterns that human experts might miss (Allamanis, 2022).

These models excel at tasks such as:

• Identifying potential bugs and vulnerabilities

• Predicting code properties and behaviors

• Detecting patterns that may benefit from optimization

• Understanding dependencies and relationships between code components

For transpilers specifically, static analysis enhanced by machine learning can better preserve semantic

equivalence between source and target languages by developing deeper representations of code meaning

(Allamanis, 2022).

Dynamic Analysis

Dynamic analysis examines program behavior during execution, collecting runtime information that

static analysis cannot access. Machine learning approaches to dynamic analysis typically involve:

• Profiling code execution to identify performance bottlenecks

• Monitoring memory usage and resource allocation patterns

• Tracing execution paths to understand program flow

• Recording input-output relationships to infer program semantics
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Machine learning models trained on execution traces can predict which code paths are most frequently

taken, allowing transpilers to prioritize optimization efforts accordingly (Lee et al., 1997). Furthermore,

reinforcement learning techniques can be employed to iteratively test and refine code transformations

based on runtime performance metrics (Wang et al., 2022b).

The integration of static and dynamic analysis through machine learning creates a powerful synergy

for transpilers, enabling them to make more informed decisions about code transformation strategies that

preserve both correctness and performance.

3.3.2 Machine Learning in Code Optimization

Predictive Optimization Models

Machine learning can transform code optimization from a rule-based process to a predictive one. By

training on pairs of unoptimized and expertly optimized code, models can learn to identify opportunities for

improvement and predict which transformations will yield the best results (Kulkarni and Cavazos, 2012).

These predictive models are particularly valuable in cross-language transpilation, where direct appli-

cation of optimization techniques from the source language may not be optimal in the target language.

Neural network architectures, especially sequence-to-sequence models and transformers, have demon-

strated remarkable ability to learn mappings between equivalent but differently optimized code segments

(Xiao and Guo, 2013).

Optimization Search Space Exploration

The space of possible code optimizations is vast, making exhaustive search impractical. Machine learn-

ing approaches can intelligently navigate this space using techniques such as:

• Bayesian optimization to efficiently search for optimal transformations

• Genetic algorithms that evolve code transformations toward better performance

• Deep reinforcement learning to learn optimization strategies through trial and error

• Meta-learning to transfer optimization knowledge across different code contexts

These approaches allow transpilers to discover novel optimization patterns that may not be captured by

traditional compiler heuristics (Turner et al., 2021) (Cooper et al., 1999) (Wang et al., 2022a).

32



Context-Sensitive Optimization

Machine learning enables transpilers to develop context-sensitive optimization strategies that consider

not just local code properties but broader application contexts. By analyzing patterns across entire code-

bases, ML models can make optimization decisions that account for:

• Target hardware characteristics

• Expected input distributions

• Interaction patterns between components

• Trade-offs between different optimization goals (e.g., speed vs. memory usage)

This holistic approach allows transpilers to generate code that is not just locally optimal but globally

efficient within its deployment context (Yang et al., 2023).

3.3.3 Integration Challenges

Despite the promising capabilities of machine learning for code analysis and optimization in transpilers,

several integration challenges remain:

• Balancing analysis depth with compilation speed

• Ensuring deterministic behavior in the presence of probabilistic ML models

• Managing the computational resources required for ML-based analysis

• Validating the correctness of ML-suggested optimizations

Addressing these challenges requires thoughtful architecture design and validation strategies that com-

bine of machine learning with the reliability guarantees expected from compiler technology (Leather and

Cummins, 2020).

3.3.4 Emerging Approaches

Recent research has explored several innovative approaches to incorporating machine learning into code

analysis and optimization:

• Transfer learning from natural language to code understanding
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• Unsupervised learning on vast code repositories to discover optimization patterns

• Interactive learning systems that incorporate developer feedback into optimization decisions

• Explainable AI techniques that help developers understand and trust ML-based optimizations

These emerging approaches hold significant promise for next-generation transpilers that can adapt to

new languages and optimization contexts with minimal human intervention (Sharma et al., 2021).

3.4 Automated Refactoring

Automated refactoring is a powerful technique in software development that uses algorithms and tools

to restructure existing code without changing its external behavior. By integrating machine learning (ML),

this process becomes smarter and more efficient, particularly in transpilation—where code is translated

from one programming language to another (Baqais and Alshayeb, 2020). Let’s break this down into its

definition, importance, and the ML approaches that make it work.

Definition

Automated refactoring involves the use of automated tools to identify and apply changes, known as refac-

torings, to improve a codebase’s structure, readability, maintainability, or performance, all while keeping

its functionality intact. Unlike manual refactoring, which depends on a developer’s expertise and intuition,

automated refactoring relies on systematic analysis and predefined patterns to suggest or implement these

improvements (Baqais and Alshayeb, 2020).

Importance in Transpilation

When transpiling code from one language to another, simply ensuring functional equivalence isn’t

enough. Automated refactoring steps in to elevate the translated code to a higher standard. Here’s

why it’s critical:

• Enhanced Code Quality: It ensures the translated code follows the target language’s best prac-

tices and style conventions, making it more readable and easier to maintain. For example, it might

reorganize messy, auto-generated code into a cleaner, more idiomatic form.

• Performance Optimization: Automated tools can apply optimizations like loop unrolling or func-

tion inlining, tailoring the code for better speed or resource efficiency in the new language.
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• Error Reduction: By applying proven refactoring patterns consistently, automation reduces the

chance of human error—crucial in large-scale migrations wheremanual adjustments could introduce

bugs.

In essence, automated refactoring transforms transpilation from a basic translation task into an oppor-

tunity to deliver high-quality, optimized code, saving time and effort in big projects (Baqais and Alshayeb,

2020).

3.4.1 Machine Learning Approaches

Machine learning supercharges automated refactoring by enabling systems to learn from codebases,

spot opportunities for improvement, and execute complex transformations. Here are the key ML techniques

driving this process:

Pattern Recognition for Refactoring Opportunities

• How It Works: Supervised ML models are trained on datasets of code snippets labeled with

“code smells”which means signs of suboptimal design, like long methods or duplicate code. These

models then detect similar issues in new code and suggest refactorings, such as splitting a lengthy

function into smaller ones.

• Example: A model might flag repeated code blocks and recommend consolidating them into a

reusable function.

(Wang et al., 2013)

Sequence-to-Sequence Models for Code Transformation

• How It Works: Borrowing from natural language processing, transformer-based models learn

from pairs of pre and post-refactored code. They can then generate refactored versions directly,

improving structure or efficiency while preserving behavior.

• Example: Converting a chain of if-else statements into a switch statement or rewriting imperative

loops as functional expressions in languages like Python.

(Peters et al., 2019)

35



Reinforcement Learning for Adaptive Refactoring

• How It Works: Reinforcement Learning (RL) trains agents to experiment with refactoring actions,

using feedback from metrics like code complexity or test coverage to refine their approach. Over

time, the agent learns the best strategies for complex, multi-step refactorings.

• Example: An RL agent might iteratively simplify a convoluted function, balancing readability and

performance based on real-time feedback.

(Palit and Sharma, 2024)

Clustering for Code Style Harmonization

• How It Works: Unsupervised learning, such as clustering, groups similar code segments to spot

inconsistencies or deviations from norms. In transpilation, this ensures the translated code matches

the target project’s style.

• Example: Identifying and standardizing variable naming conventions across a codebase for uni-

formity.

(Kuhn et al., 2007)

Together, these ML techniques make automated refactoring tools more precise, adaptable, and capable

of handling the nuances of code translation.

3.5 Error Detection and Correction

The integration of machine learning techniques into transpilers has significantly enhanced their ability

to detect and correct errors during the translation process. This section explores how artificial intelligence

approaches are revolutionizing both static and dynamic error handling in transpilation systems.

3.5.1 Static Code Analysis with AI

Static code analysis examines code without execution to identify potential errors, bugs, and vulnera-

bilities. Traditional static analyzers rely on predefined rules and pattern matching, which often generate

numerous false positives and may miss complex, context-dependent errors. Machine learning approaches

overcome these limitations through more sophisticated understanding of code semantics and patterns

(Louridas, 2006).
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Deep Learning for Bug Detection

Neural network architectures, particularly those based on transformers and graph neural networks,

have demonstrated remarkable capabilities in identifying bugs and potential vulnerabilities in source code.

These models learn from vast repositories of code, including both correct implementations and those

containing known bugs, allowing them to recognize patterns that traditional rule-based systems cannot

detect (Allamanis, 2022).

• Representing code as Abstract Syntax Tree (AST) or control flow graphs

• Encoding code using embeddings that capture semantic relationships

• Applying attention mechanisms to focus on error-prone sections

• Predicting probability distributions over potential error types

These approaches have proven particularly effective for detecting language-specific errors that might

occur during transpilation, such as type inconsistencies, memory management issues, and concurrency

problems that differ between source and target languages (Xiao et al., 2023).

Probabilistic Error Localization

Beyond simply flagging potential errors, AI-enhanced static analysis can provide probabilistic assess-

ments of where errors are most likely to occur in transpiled code. This capability allows developers to

focus their verification efforts on high-risk sections of code and helps transpiler systems prioritize their

error correction strategies (Shooman, 1972).

Bayesian models and uncertainty quantification techniques enable transpilers to express confidence

levels in their translations, identifying sections of code where the translation is potentially ambiguous or

error-prone. This information can be used to generate appropriate warnings or to trigger more intensive

analysis for those sections (Turner et al., 2021).

Automated Repair Suggestion

The most advanced AI-based static analyzers go beyond detection to suggest potential repairs for iden-

tified issues. These systems leverage generative models trained on pairs of buggy and corrected code to

propose fixes that:
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• Preserve the original code’s intended functionality

• Adhere to target language best practices and idioms

• Maintain consistency with the surrounding codebase

• Address the root cause rather than just symptoms of the error

For transpilers, this capability is particularly valuable when dealing with language-specific constructs that

have no direct equivalent in the target language, requiring creative reformulation to maintain correctness

(Monperrus, 2019).

3.5.2 Dynamic Analysis: Runtime Error Detection and Correction

While static analysis occurs before program execution, dynamic analysis examines program behav-

ior during runtime, capturing errors that may only manifest under specific execution conditions or input

patterns.

Learning from Execution Traces

Machine learning models can be trained on execution traces collected during program runs, learn-

ing to recognize patterns that precede failures or unexpected behaviors. In the context of transpilation,

these models can compare execution traces between source and transpiled programs to identify semantic

discrepancies that may indicate translation errors (Cornelissen et al., 2008).

Sequence models such as Long-Short-Term Memory (LSTM) and transformers excel at processing exe-

cution traces, identifying temporal patterns that might indicate:

• Memory access violations

• Concurrency issues

• Performance anomalies

• Unexpected control flow paths

By analyzing these patterns, machine learning systems can provide early warnings about potential

runtime errors in transpiled code and suggest corrective measures.
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Reinforcement Learning for Error Correction

Reinforcement learning approaches offer a powerful framework for dynamic error correction in tran-

spilers. These systems can:

• Explore different correction strategies through trial and error

• Receive feedback based on program correctness and performance

• Learn optimal correction policies for different types of errors

• Adapt to new error patterns without explicit reprogramming

When integrated into transpilation workflows, reinforcement learning agents can continuously monitor

program execution, intervene when errors are detected, and learn from the outcomes of their interventions

to improve future error correction strategies (Gupta et al., 2019).

Self-Healing Code Generation

The most advanced dynamic analysis systems incorporate self-healing capabilities, automatically mod-

ifying transpiled code in response to runtime errors. These systems leverage online learning techniques

to:

• Detect failures during program execution

• Diagnose the root causes of these failures

• Generate patches that address the underlying issues

• Verify the effectiveness of these patches through continued monitoring

For transpilers, self-healing capabilities are particularly valuable in production environments where man-

ual intervention may not be feasible, allowing automatically translated code to adapt to unforeseen runtime

conditions (Monperrus, 2014).

3.5.3 Integration of Static and Dynamic Approaches

The most effective error detection and correction systems in modern transpilers combine static and

dynamic analysis, leveraging the complementary strengths of both approaches.
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Continuous Learning Pipelines

Machine learning enables the creation of continuous learning pipelines that integrate information from

both static and dynamic analysis:

• Static analysis provides initial error predictions and correction suggestions

• Dynamic analysis validates these predictions and collects data on missed errors

• Feedback from both sources is used to retrain and improve the underlying models

• The updated models inform future static analysis, creating a virtuous cycle

This integrated approach allows transpilers to continuously improve their error detection and correction

capabilities through real-world usage.

Multi-Modal Error Representation

Advanced AI systems for error detection and correction leverage multi-modal representations that com-

bine:

• Syntactic information from code structure

• Semantic information from type systems and data flow

• Temporal information from execution traces

• Contextual information from surrounding code and documentation

These rich representations enable more accurate error detection andmore effective correction strategies

by considering the full context in which errors occur (Chakraborty and Ray, 2021).

3.5.4 Challenges and Limitations

Despite significant advances, several challenges remain in applying machine learning to error detection

and correction in transpilers:

• Balancing precision and recall in error detection

• Ensuring that corrections preserve intended program semantics
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• Managing the computational overhead of complex analysis

• Handling rare or previously unseen error patterns

• Providing explanations for detected errors and suggested corrections

Addressing these challenges represents an active area of research at the intersection of machine learn-

ing, program analysis, and transpiler technology.

3.5.5 Future Directions

Emerging research in error detection and correction for transpilers points to several promising directions:

• Few-shot learning approaches that can quickly adapt to new languages and error types

• Explainable AI techniques that help developers understand detected errors and proposed correc-

tions

• Collaborative systems that effectively combine machine learning with human expertise

• Domain-specific models tailored to particular application areas or programming paradigms

These advances promise to further enhance the reliability and effectiveness of machine learning-enhanced

transpilers, making cross-language code translation increasingly robust and trustworthy.

3.6 Cross-Linguistic Translation

The process of translating code between different programming languages presents unique challenges

that traditional rule-based transpilers often struggle to address effectively. This section examines how ma-

chine learning approaches offer novel solutions to these challenges, enabling more robust and adaptable

cross-linguistic translation (Xiao and Guo, 2013).

3.6.1 AI Solutions for Syntactic Divergence

Programming languages exhibit significant syntactic differences that complicate direct translation. Ma-

chine learning models address these challenges through sophisticated pattern recognition and transfor-

mation capabilities.
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Neural Sequence-to-Sequence Translation

Neural sequence-to-sequence models have revolutionized code translation by treating source code as

a specialized language with its own grammar and semantics. These models, particularly those based on

transformer architectures, excel at:

• Learning alignments between syntactic constructs across languages

• Generating idiomatic translations that conform to target language conventions

• Handling variable-length input and output sequences

• Preserving the semantic intent of code despite syntactic differences

Pre-trained language models fine-tuned on parallel code corpora have demonstrated remarkable ability

to translate between languages with divergent syntax, such as translating between procedural and func-

tional programming paradigms. These models effectively learn to map equivalent constructs even when

they bear little surface similarity (Raina et al., 2024) Peters et al. (2019).

Abstract Syntax Tree Transformations

Machine learning approaches that operate on ASTs provide a powerful mechanism for handling syntactic

differences. Deep learning models can:

• Encode source code ASTs into latent representations that capture structural information

• Transform these representations to align with target language constraints

• Decode the transformed representations into well-formed target language ASTs

• Preserve the hierarchical relationships between code elements during translation

Graph neural networks are particularly effective for this task, as they naturally capture the tree structure

of ASTs while enabling complex transformations that maintain code validity and structure (Jiang et al.,

2021).

3.6.2 AI Approaches to Semantic Preservation

Beyond syntax, transpilers must preserve program semantics across languages with different execution

models, type systems, and standard libraries.
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Type-Aware Translation Models

Machine learning models enhanced with type information can ensure semantic correctness when trans-

lating between languages with different type systems. These models:

• Infer types in weakly-typed source languages

• Generate appropriate type annotations in strongly-typed target languages

• Handle implicit type conversions and prevent type-related errors

• Maintain type safety across language boundaries

Probabilistic type inference systems powered bymachine learning can resolve ambiguities in dynamically-

typed languages, enabling more accurate translation to statically-typed languages (Hellendoorn et al.,

2018).

Runtime Behavior Modeling

To address differences in execution semantics, AI approaches incorporate models of runtime behavior:

• Execution trace analysis identifies behavioral patterns in source code

• Generative models translate these patterns into equivalent constructs in the target language

• Reinforcement learning optimizes for behavioral equivalence under various execution conditions

• Verification techniques confirm semantic preservation through symbolic execution or test generation

These techniques are particularly valuable when translating between languages with different memory

models, concurrency mechanisms, or exception handling approaches (Hellendoorn et al., 2018).

3.6.3 AI Solutions for Library and Ecosystem Adaptation

Different programming languages exist within distinct ecosystems with their own standard libraries,

frameworks, and conventions.
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API Mapping Through Representation Learning

Machine learning models can learn mappings between equivalent Application Programming Interface

(APIs) across different language ecosystems:

• Embedding models capture functional similarities between library functions

• Attention mechanisms identify contextual usage patterns

• Few-shot learning adapts to new library versions or frameworks

• Multi-modal models incorporate documentation and examples to improve mapping accuracy

These approaches enable transpilers to automatically suggest appropriate library substitutions when di-

rect equivalents are unavailable, significantly reducing the manual effort required for ecosystem adaptation

(Lyu et al., 2021).

Contextual Code Generation

AI-powered transpilers leverage contextual understanding to generate appropriate code in the target

ecosystem:

• Language models condition code generation on both source code and target ecosystem conventions

• Transfer learning from large code corpora captures idiomatic patterns in the target language

• Retrieval-augmented generation incorporates relevant examples from the target ecosystem

• Adaptation techniques handle evolving libraries and frameworks

These capabilities allow transpilers to produce not just syntactically correct but also idiomatic and

maintainable code that aligns with target language best practices (Wang et al., 2021).

3.6.4 AI-Enabled Handling of Language-Specific Features

Programming languages often contain unique features that have no direct equivalents in other lan-

guages, such as Python’s list comprehensions, Rust’s ownership system, or C# LINQ expressions.
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Feature Decomposition and Reconstruction

Machine learning approaches decompose complex language-specific features into their semantic com-

ponents and reconstruct equivalent functionality:

• Semantic parsing identifies the underlying computational intent

• Decomposition models break features into fundamental operations

• Reconstruction algorithms assemble equivalent implementations in the target language

• Optimization ensures performance characteristics are preserved

This approach enables translation of idiomatic code that leverages language-specific features without

requiring manual reimplementation (Lee et al., 2021).

Analogical Reasoning for Feature Mapping

Neural models can perform analogical reasoning to identify equivalent patterns across languages:

• Embedding spaces capture functional similarities despite syntactic differences

• Contrastive learning identifies analogous constructs across language boundaries

• Few-shot exemplar models learn from minimal examples of equivalent implementations

• Multi-headed attention mechanisms capture multiple valid translation alternatives

These techniques allow transpilers to handle novel language features by drawing analogies to known

patterns, even in the absence of explicit translation rules (Hoc and Nguyen-Xuan, 1990).

3.7 Case Studies and Applications

The integration of machine learning techniques into transpilers has led to significant advancements

in cross-language code translation. This section examines real-world applications and case studies that

demonstrate the practical impact of AI-enhanced transpilers across various domains and programming

paradigms.
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3.7.1 Real-World Examples

Neural Machine Translation for JavaScript Modernization

Several projects have applied neural machine translation techniques to modernize legacy JavaScript

code. These systems leverage transformer-based architectures to convert ES5 JavaScript to modern ES6+

syntax automatically:

• Transformer models fine-tuned on JavaScript code repositories successfully identify and replace

outdated constructs with modern equivalents

• Attention mechanisms focus on context-dependent transformations that require understanding of

code semantics

• Pre-trained language models adapted for code translation maintain code correctness while improv-

ing maintainability

• Evaluation metrics show significant improvements in readability and performance compared to

manually updated code

These applications demonstrate howmachine learning approaches can automate tediousmodernization

tasks while preserving application functionality and enhancing code quality (Paltoglou et al., 2021).

Cross-Language Migration Systems

Several industrial and research projects have developed machine learning-powered systems for migrat-

ing entire codebases between programming languages:

• Python-to-Java transpilers using deep learning to handle Python’s dynamic typing in Java’s stati-

cally typed environment

• JavaScript-to-TypeScript conversion systems that leverage probabilistic type inference to add

appropriate type annotations

• C/C++-to-Rust translators that apply reinforcement learning to address memory safety concerns

• COBOL-to-Java migration tools that combine neural networks with domain-specific knowledge to

modernize legacy enterprise applications
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These systems have demonstrated cost savings of up to 70% compared to manual rewrites while main-

taining comparable code quality and performance characteristics (Gui et al., 2022).

Domain-Specific Language Translation

Machine learning has proven particularly effective for translating Domain-Specific Languages (DSL) to

general-purpose languages:

• SQL-to-code generators that translate database queries into equivalent application code

• Shader language transpilers that convert between OpenGL Shading Language (GLSL), High-Level

Shader Language (HLSL), and platform-specific variants

• Hardware description language translators that enable cross-platform hardware development

• Mathematical modeling language converters that transform domain-specific notations into exe-

cutable code

These specialized transpilers leverage both the structure of the domain-specific language and machine

learning to produce highly optimized translations that would be difficult to achieve with rule-based ap-

proaches alone (Bhatia et al., 2023).

3.7.2 Success Stories and Challenges

Enterprise Legacy System Modernization

Several large organizations have successfully applied AI-enhanced transpilers to modernize critical legacy

systems:

• Financial institutions have used ML-powered transpilers to migrate millions of lines of COBOL code

to Java or C#

• Healthcare systems have employed neural translation to update legacy medical record processing

software

• Government agencies have leveraged machine learning to modernize administrative systems while

preserving decades of business logic

• Telecommunications companies have applied AI-based code translation to migrate embedded sys-

tems code to modern platforms
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These projects have reported significant benefits, including reduced maintenance costs, improved per-

formance, better security, and easier recruitment of developers familiar with modern languages.

Open Source Translation Frameworks

The open-source community has embraced machine learning approaches for transpilation, resulting in

several notable projects:

• Frameworks that combine rule-based approaches with neural networks to achieve higher accuracy

• Community-maintained models trained on diverse codebases to handle a wide range of coding

styles

• Plugin ecosystems that extend translation capabilities to specialized libraries and frameworks

• Interactive tools that allow developers to guide the translation process with minimal intervention

These projects have democratized access to advanced code translation technologies, enabling smaller

organizations to benefit from the same approaches used by larger enterprises.

Performance and Correctness Trade-offs

The analysis of case studies reveals important trade-offs between performance and correctness in the

application of machine learning to transpilation. Neural network inference can introduce latency in the

process, affecting the speed of code conversion. Additionally, since probabilistic models may produce

uncertain results, verification strategies are necessary to ensure translation accuracy. The quality of the

translation can also vary depending on the similarity between the source and target languages, impact-

ing the precision of the conversion. Another critical factor is domain-specific knowledge, which remains

essential for handling specialized code patterns. Successful implementations have addressed these chal-

lenges through hybrid approaches that combine machine learning with traditional compilation techniques,

leveraging the strengths of both methods.

3.7.3 Industry-Specific Applications

Financial Technology

The financial sector has been an early adopter of ML-enhanced transpilers, focusing on:
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• Risk modeling code translation between specialized mathematical languages and production envi-

ronments

• High-frequency trading system migration between different platforms and languages

• Regulatory compliance through automated code updates to meet changing requirements

• Legacy banking system modernization while preserving critical business logic

These applications have demonstrated particular value in maintaining the correctness of financial cal-

culations while improving maintainability and performance (Kripets, 2024).

Scientific Computing

Machine learning approaches have revolutionized scientific code translation:

• FORTRAN-to-Python/Julia transpilers that modernize legacy scientific code

• Cross-platform scientific application deployment through targeted code generation

• Mathematical notation to code translation for accelerated research implementation

These tools have significantly reduced the barriers between theoretical research and practical imple-

mentation, accelerating scientific progress across disciplines (Heath, 2018).

Mobile and Web Development

The mobile and web development ecosystem has benefited significantly from AI-powered transpilation.

Cross-platform frameworks leverage neural code translation to achieve native performance, enabling seam-

less execution across different operating systems. Progressive web application converters facilitate the

transformation of web-based code into mobile-optimized implementations, ensuring efficient performance

on handheld devices.

Additionally, responsive design generators dynamically adapt code to accommodate various device ca-

pabilities, enhancing usability across screens of different sizes. AI-driven transpilation has also contributed

to accessibility improvements by automating code transformations that enhance compatibility with assis-

tive technologies.
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These advancements have collectively reduced development time and costs while significantly improving

the user experience across diverse platforms and devices (Andrés and Pérez, 2017).

3.7.4 Quantitative Impact Assessment

Productivity Metrics

Studies measuring the impact of ML-enhanced transpilers on development productivity have reported:

• 40-60% reduction in migration project timelines compared to manual rewrites

• 20-40% decrease in post-migration defects when using AI-assisted translation

• 10-25% improvement in developer productivity during code maintenance

• Significant reduction in onboarding time for developers working with translated codebases

These productivity gains translate directly to cost savings and faster time-to-market for organizations

undertaking language migration projects (Peng et al., 2023) (Machinet, 2023) (Tabachnyk and Nikolov,

2022).

Quality Assessments

Evaluations of code quality metrics show mixed but generally positive results:

• Readability scores of machine-translated code approach 80-90% of human-written equivalents

• Performance characteristics vary, with some ML-transpiled systems achieving numbers really close

to the original performance

• Maintainability indices typically improve by 15-25% compared to legacy code

• Security vulnerability shows reduction through translation to safer language constructs but there

have been some studies that identified that AI-assisted code translation can introduce bugs, some

of which may have security implications.

These metrics indicate that machine learning approaches can produce high-quality translations that

meet or exceed manual conversion efforts in many dimensions (Alawad et al., 2019).
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3.8 Future Directions

The integration of artificial intelligence into transpilation is set to advance significantly with emerging

machine learning technologies. Deep learning, particularly through transformer models, offers substantial

potential due to its proven ability to model complex relationships in data, such as those found in program-

ming languages. These models could improve the precision and speed of code translations across diverse

languages, adapting to intricate syntax and semantic patterns. Similarly, Large Language Models (LLMs)

like GPT-4 or CodeBERT, when tailored to transpilation, could deliver highly context-sensitive translations

that align with specific project requirements or developer preferences.

Innovative learning approaches also promise to reshape transpilation. Reinforcement Learning (RL), for

instance, could enable transpilers to dynamically refine their translation strategies by learning from feed-

back on code quality metrics, such as execution efficiency or maintainability. Additionally, unsupervised

and semi-supervised learning techniques could tap into vast, unlabeled code repositories, overcoming

limitations where paired translation datasets are scarce.

Beyond technical progress, ethical considerations must remain central. Issues like safeguarding data

privacy, minimizing algorithmic bias, and ensuring the security of AI-generated code will be critical to re-

sponsibly advancing these tools. Progress in this field will hinge on collaboration across machine learning,

software engineering, and programming language research to tackle both opportunities and challenges

effectively.

3.9 Summary

Artificial Intelligence (AI) significantly enhances transpilers by overcoming the limitations of traditional

rule-based systems. Through techniques like machine learning and natural language processing, AI en-

ables transpilers to better understand code, perform more accurate translations, and handle complex

language features efficiently.

These advancements lead to improved code mapping, context-aware translations, and automated refac-

toring capabilities. Real-world applications, such as tools like GitHub Copilot or automated refactoring sys-

tems, demonstrate AI’s tangible impact, making transpilation faster, more reliable, and broadly applicable

in software development.
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The integration of AI in transpilation opens up exciting avenues for further exploration. Future research

could focus on developing advanced models capable of translating a wider range of programming lan-

guages or adapting to specific project requirements. Emerging areas, such as using reinforcement learn-

ing to dynamically optimize translation strategies or addressing ethical concerns like bias and security in

AI-generated code, hold significant potential for improvement.

For developers, AI-enhanced transpilers must be practical—transparent, trustworthy, and easy to inte-

grate into existing workflows—to ensure widespread adoption and effectiveness. Continued innovation in

this field promises to redefine transpilation and elevate software engineering as a whole.
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Chapter 4

System Proposal

This chapter proposes the architecture of a system designed to facilitate a systematic comparative analy-

sis between machine learning-based approaches and traditional transpilation methods for code translation.

The proposed framework integrates multiple components intended to enable evaluation of both translation

methodologies, focusing on performance metrics, accuracy assessment, and resource utilization. Through

careful system design, it is established a controlled environment for examining the relative strengths and

limitations of each approach. The architecture described here represents a novel integration of traditional

software engineering principles with contemporary machine learning techniques.

In the following sections, it is provided a detailed description of each architectural component, beginning

with an overview of the system’s structure and data flow. The discussion then progresses through indi-

vidual components, exploring their specific roles, interactions, and contributions to the overall evaluation

framework. This analysis establishes the foundation for the experimental methodology and subsequent

result analysis.

Due to the exploratory and still abstract nature of this project, no requirements have yet been defined.

This includes functional and non functional ones as well. It means that a traditional system proposal that

includes the creation of other Unified Modeling Language (UML) diagrams (Use Case, Entity Relationship,

Activity, etc.) is not possible.
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4.1 Software Architecture Diagram

Figure 1: System Architecture

The figure 1 illustrates the overall architecture of the proposed system, which integrates traditional

transpilation techniques with a generative Large Language Model to enhance the code translation process.

The workflow is divided into three main stages — Language Recognition, AST Manipulation, and Code

Generation — each responsible for a distinct part of the transformation pipeline. The process begins with

the Original File, which is read as a string and passed through a series of components that analyse and

transform its structure before producing the Target File in the desired programming language.

4.1.1 Language Recognition

The Language Recognition module implements the first processing stage of the transpilation system.

This component consists of three primary elements that work in sequence to transform the source code

into a structured abstract representation.

The Lexer serves as the first point of contact with the input file, processing the raw source code string into

a sequence of tokens. These tokens represent the smallest meaningful units of the programming language,

such as keywords, identifiers, operators, and literals. This tokenization process effectively breaks down

the source code into manageable, atomic components.
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Following tokenization, the Parser analyzes the sequence of tokens according to the formal grammar

rules of the source programming language. Processes these tokens to construct a parse tree that repre-

sents the hierarchical syntactic structure of the program. This step ensures that the code complies with

the language’s syntactic rules and prepares it for further processing.

The AST Transformer then converts the parse tree into an AST, a higher-level representation that cap-

tures the essential structure and semantics of the program while abstracting away unnecessary syntactic

details. This transformation produces the original AST, which serves as input for the subsequent manipu-

lation phase.

4.1.2 AST Manipulation

The AST Manipulation module implements the core transformation process where the original AST is

converted into the target language representation. This phase takes advantage of both traditional program-

ming techniques and machine learning capabilities to achieve accurate code translation.

The Serialize component takes the original AST and converts it into a format suitable for processing by

the LLMs. This serialization ensures that the structural and semantic information contained in the AST

can be processed effectively by the neural network.

The serialization process in the AST Manipulation phase is crucial for enabling effective communication

between the Abstract Syntax Tree and the Large Language Model. By transforming the hierarchical AST

structure into a linear, model-friendly format, we preserve the intricate syntactic and semantic relationships

of the original code while making it compatible with neural network architectures.

At the heart of this phase lies the LLMs, which analyzes the AST dependencies and patterns to un-

derstand the program’s structure and intent. The model in question has not been defined for now but

there already some options in the table like: GPT-4, Claude 3.5 Sonnet, LLaMA 3.3 Code and the new

DeepSeek-R1.

The Deserialize component then processes the LLMs output, reconstructing a target AST that repre-

sents the program in the desired target language while preserving the original program’s functionality and

structure.
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4.1.3 Code Generation

The last module of the proposed architecture transforms the processed AST back into human-readable

source code in the target programming language. The Code Generator component takes the target AST

as input and applies language-specific formatting rules and syntax to produce the final source code file.

This component ensures that the generated code not only maintains functional equivalence with the

original program, but also adheres to the conventions and best practices of the target language. The output

is written to a target file, completing the transpilation process.

4.2 Input and Output Specifications

The transpilation system operates on complete source code files rather than isolated code snippets,

representing a more comprehensive and practical approach to code translation. This design choice reflects

real-world software development scenarios where entire programs or modules require translation between

programming languages.

The input to the system consists of well-formed source code files containing complete program imple-

mentations. These files may include multiple classes, functions, and dependencies, allowing the system

to handle complex program structures and maintain contextual relationships throughout the translation

process. By processing entire files, the system can better understand and preserve program architec-

tures, import relationships, and scope hierarchies that might be lost when translating code fragments in

isolation.

On the output side, the system generates complete, executable source files in the target programming

language. These output files maintain the structural integrity of the original program while adhering to the

conventions and best practices of the target language. The generated files include necessary language-

specific elements such as import statements, package declarations, and proper file extensions, ensuring

they can be immediately integrated into existing development workflows.

This file-based approach offers several advantages over snippet-based translation:

• Preservation of program context and scope;

• Maintenance of inter-component relationships;
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• Complete handling of dependencies;

• Generation of production-ready code artifacts;

• Seamless integration with existing development tools and processes.

The system’s ability to process complete source files makes it particularly valuable for large-scale soft-

waremodernization projects where entire codebases need to bemigrated between programming languages

while maintaining their functional integrity and structural organization.

4.3 System Process Flow

The transpilation process follows a systematic workflow, depicted in Figure 2 that transforms the source

code through multiple stages of analysis and transformation. Understanding this process flow is crucial

for understanding how the system maintains code integrity throughout the translation process.

Figure 2: Representation of the system’s flow

The process begins when a source code file enters the Language Recognition phase. During this initial

stage, the system performs lexical analysis to break down the source code into tokens, followed by parsing

57



these tokens into a structured format. The parser then works in conjunction with the AST Transformer to

create an abstract syntax tree that represents the program’s structure.

Once the original AST is generated, the system transitions to the AST Manipulation phase. This criti-

cal stage involves preparing the AST for processing by the Large Language Model. The AST undergoes

serialization that converts it into a format suitable for the LLMs input requirements. The LLMs processes

this input, analyzing the program’s structure and generating an appropriate representation for the target

language.

The manipulation phase continues as the system deserializes the LLMs output, constructing a new AST

that conforms to the target language’s specifications. This transformation preserves the program’s seman-

tic meaning while adapting its structure to align with the target language’s paradigms and conventions.

In the final stage, the Code Generation phase takes the transformed AST and produces human-readable

source code in the target language. This generated code maintains the functionality of the original program

while adhering to the target language’s syntax and best practices. The process ends the system writing

the translated code to an output file, completing the transpilation cycle.

This systematic approach to code translation, combined with the integration of machine learning capa-

bilities, provides a framework to handle complex code transformations while maintaining the functionality

and structure of the program.
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Chapter 5

Transpilers - An independent research

The research performed on various transpilers provides valuable information on the performance, ac-

curacy and usability of these tools. Analyzing the characteristics and results of the tests executed allows

several relevant conclusions to be identified, highlighting their advantages, limitations, and ideal contexts of

use. Next are presented the main observations drawn from the research, focusing on efficiency, accuracy,

resource consumption, and practical applicability.

5.1 Background to the Tests Performed

To test each transpiler were used code snippets that implement the same functional logic, processing a

list of numbers to determine the sum of even numbers and find the largest number, but are tailored to the

input languages that each tool supports, including JavaScript/TypeScript, Nim, Clojure, Haxe, C,

and Java 1. A fair and consistent evaluation was made possible by the fact that despite the syntactic and

structural variations among the snippets, the underlying logic was always the same. The consistency of

the test logic allowed for a comparative analysis of each transpiler’s performance, accuracy, and efficiency

and the results focused on the unique features of the tools rather than differences in the input code’s

complexity or intent.

1 https://justandre02.github.io/Comparative-Review-and-Empirical-Evaluation-about-transpilers/
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5.2 Transpiler Selection and Challenges

Tool Input Languages Output Languages AST Handling Ease of Use Stability & Known

Issues

TypeScript Compiler TypeScript JavaScript Complete Simple High stability, few er-

rors

Babel JavaScript, TypeScript JavaScript Complete Intuitive High stability, occa-

sional errors

eslint JavaScript, TypeScript — Partial Moderate High stability, fre-

quent reports

Nim Nim C, C++, JavaScript Complete Moderate Stable, actively devel-

oped

ClojureScript Clojure JavaScript Complete Moderate Stable, some re-

ported errors

jscodeshift JavaScript, TypeScript JavaScript Complete Easy Moderately stable, oc-

casional errors

ast-grep JavaScript, TypeScript — Simple Moderate Moderately stable

Haxe Haxe JavaScript, Python Complete Moderate Stable, frequent up-

dates

c2rust C Rust Complete Moderate Stable, but complex

bugs

Fennel Fennel (Lisp dialect) Lua Complete Simple Stable, sporadic

maintenance

Cito C JavaScript Partial Moderate Moderately stable

TypeScriptToLua TypeScript Lua Complete Moderate Stable, minor known

bugs

godzilla JavaScript Lua Complete Moderate Moderately stable

jsweet Java JavaScript, TypeScript Complete Moderate Moderately stable,

some bugs

j2cl Java JavaScript Complete Moderate Stable, interoperabil-

ity bugs

Java2Python Java Python (2.x) Simple Easy Stable, but obsolete

(Python 2 only)

Table 1: Key characteristics of the selected transpilers.

The transpilers analyzed in this investigation were selected based on their popularity on GitHub, as-

sessed by the number of stars they received, which reflects the adoption and interest of the developer

community. The transpilers that stood out most in this criterion were prioritized, guaranteeing the rele-

vance and technical support of the tools chosen. In addition, Java2Python was incorporated into the

list, although it was not among the most popular, as it was the only option identified capable of converting

Java code to Python, meeting a specific need of the study.
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However, running the tests faced significant limitations, since not all selected transpilers could be in-

stalled and run on the Linux system used. These difficulties were mainly caused by outdated dependencies

or incompatibilities with the Linux environment, restricting the experiments to a subset of the tools originally

planned.

5.2.1 Collumn Definitions

In this table, the Tool column lists the name of each transpiler under evaluation for reference. The

Category column classifies each tool according to its conversion type—“Language‑to‑Language” for those

translating between different languages, “Version” for those handling differences between versions of the

same language, and “Paradigm” for those mapping between distinct programming paradigms. The Input

Languages and Output Languages columns indicate, respectively, which source languages the tool

accepts and which target languages it can generate. The AST handling column describes the extent of

AST support: “Complete” denotes full coverage of nodes and complex transformation passes; “Partial”

signifies limited support for specific nodes or operations; and “Simple” refers to basic functionality for

pattern matching or data extraction without deep rewriting capabilities. The Ease of Use column provides

a qualitative assessment of the learning curve and interface clarity: “Simple” or “Easy” indicates straight-

forward, well‑documented APIs requiring minimal configuration; “Intuitive” implies a coherent workflow

that is naturally accessible despite some complexity; and “Moderate” signals that additional configura-

tion steps or intermediate concepts must be mastered before the tool can be utilised to its full potential

and ”Hard” signifies that independent research must be conducted before using the tool. And finally the

Stability & Known Issues column summarises the general maturity and reliability of each tool, noting

whether it is actively maintained, prone to occasional errors or complex bugs, and any recurring issues

that users should be aware of.

5.3 Results

Table 2 summarizes the four parameters, execution time, CPU used, memory consumed, and accuracy,

measured to compare the eleven Transpilers chosen to conduct the experiment described in this chapter.

The following subsections analyze performance, precision, resource consumption, and usability in detail.

The last subsection summarizes the conclusions of the study. study.
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Tool Execution

Time (s)

CPU

Utilisation (%)

Memory

Used (MB)

Accuracy

(0-100)

TypeScript

Compiler

1.68 0.97 180.2 91.19

Babel 3.17 0.26 89.5 91.19

Nim (-> C) 0.61 1.01 77.8 100

Nim (-> C++) 0.59 0.99 79.4 100

Nim (-> JS) 0.12 0.90 24.5 100

ClojureScript 27.44 0.62 36.0 57.70

jscodeshift 0.06 2.35 1.76 68.02

c2rust 0.16 0.81 135.3 62

Fennel 0.10 0.98 7.8 80

TypeScriptToLua 5.93 0.59 302.3 63.57

Java2Python 0.09 0.25 39.9 100

Table 2: Performance, resource usage and accuracy results for each transpiler.

5.3.1 Efficiency and Performance

The transpilers were evaluated in terms of performance according to three parameters: execution time,

CPU usage and RAM used. The Nim tool, which transpiles from Nim to C, C++ and JS, stands out for

its high performance. With recorded execution times of 0.61 seconds, 0.59 seconds and 0.12 seconds,

respectively, and moderate memory consumption (77.8Mb, 79.4Mb and 24.5Mb), Nim proves to be an

exceptionally fast and lightweight solution. In contrast, ClojureScript has the longest execution time,

27.44 seconds, associated with a relatively low memory utilization of 36.0Mb, suggesting unsuitability

for tasks with critical time constraints. On the other hand, jscodeshift offers remarkable speed (0.06

seconds) and minimal memory consumption (1.76Mb), positioning itself as a viable option for fast and

light transformations, albeit with less precision.

Most of this metrics were retrieved using the time tool in Linux, this is a very light tool which means

that its usage basically doesn’t impact the performance of the hardware when doing this experiment. In

some cases this tool was not possible to use so a script developed in JS or Python was made using

libraries integrated in the respective languages that allow to access the components and register the

metrics needed.
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5.3.2 Output Precision

Precision is an essential criterion when choosing a transpiler, and a significant variation in results was

observed. Nim and Java2Python achieve maximum precision scores (100/100) in their respective out-

puts, demonstrating the production of highly reliable code. TypeScript Compiler and Babel, widely

adopted tools in the JavaScript ecosystem, achieve a solid score of 91.19/100, reflecting their maturity

and robustness. However, tools such as ClojureScript (57.70/100), c2rust (62/100) and TypeScript-

ToLua (63.57/100) show lower levels of accuracy, indicating that their results may need further validation

or correction, which could jeopardize their use in production environments.

These scores were obtained using scripts that evaluate the output code in categories such as syntax,

semantic, and code structure. The scripts also compares the output code to the original one in order to

understand if the logic in the output follows the one in the source code. All of these tasks combine into a

score from 0 to 100.

5.3.3 Resource Usage

Resource consumption varies substantially between transpilers, influencing their suitability for different

contexts. TypeScriptToLua has the highest memory consumption, with 302.3Mb, followed by Type-

Script Compiler (180.2Mb) and c2rust (135.3Mb), which can be challenging on systems with limited

resources. In contrast, jscodeshift (1.76Mb) and Fennel (7.8Mb) show minimal memory consumption,

offering efficiency for smaller-scale projects. CPU usage remains below 100 per cent for most of the tools,

with the exception of jscodeshift (235 per cent), suggesting that processing demands are generally not

a limiting factor in these tests.

Why in some cases the CPU usage exceeded 100% ?

CPU usage can exceed 100 percent because modern systems have several CPU cores, and the per-

centage is calculated in relation to the capacity of a single core. When the percentage gets above 100

percent, it means that the process is using several CPU cores simultaneously.

In the case of jscodeshift, CPU usage reaching 235% means that the transformation effectively uses

around 2.35 CPU cores on average. This is possible because:

• Node.js (which runs jscodeshift) is multi-threaded through its event loop and job threads. The

V8 JavaScript engine (used by Node.js) can parallelize certain operations.
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5.3.4 Usability and Stability

Ease of use and stability are key aspects for programmer adoption and long-term reliability. Babel

and jscodeshift stand out for their simplicity of writing, supported by ecosystems of plugins that extend

their flexibility. TypeScript Compiler and Babel are also highly stable, with a low incidence of errors,

and are robust options for consistent performance. Nim, although stable, is under active development

and may undergo future changes. On the other hand, Java2Python, despite its perfect precision and

stability, is hampered by obsolescence, as it only supports Python 2, making it nonviable for contemporary

applications.

5.4 Conclusion

In short, choosing the right transpiler always depends on balancing performance, precision and resource

consumption with the specific requirements of each project. For workflows centered on JavaScript/-

TypeScript, Babel and the TypeScript compiler stand out for their compromise between robustness

and versatility, offering competitive response times and low memory overhead. When raw performance is

critical, particularly in systems programming or contexts with high data throughput, the Nim compiler is

the most suitable option, thanks to its speed and efficient use of CPU and RAM.

On the other hand, tools such as jscodeshift are ideal for one-off light transformations, where agility of

execution overrides the need for perfection in the result. In specialized situations, for example, migrations

from C to Rust or from Fennel to Lua, solutions such as c2rust and Fennel offer a valuable starting

point, although it is advisable to plan a manual validation phase for the artifacts generated, given their

intermediate precision.

Ultimately, no transpiler is universally ‘the best’; each one has a set of advantages and limitations.

The final recommendation is to carefully analyze the application context, test tools in advance on a rep-

resentative subset of the source code, and evaluate key metrics (execution time, memory usage, and

output fidelity). In this way, it is possible to ensure an optimized and safe transition between languages,

minimizing risks, and maximizing productivity.
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Chapter 6

Implementation of the AST Translation System

This chapter presents a comprehensive technical account of the design, architecture, and implementa-

tion of the automated translation system developed for this thesis. The primary objective of this work is to

explore the automation of translation between Java source code to modern, idiomatic Python.

The approach of this system diverges significantly from traditional rule-based transpilers that operate

on a purely lexical, semantic and sintatic level. Instead, the core of this methodology is the manipulation

of code at a higher level of abstraction. The system leverages Abstract Syntax Tree (AST) to create a

structured, semantically aware representation of the source Java code. This AST is then transformed into

an equivalent Python AST through the advanced pattern recognition and generative capabilities of a large

language model. By operating on the syntactic structure of the code rather than its raw text, the system

can achieve a more accurate and contextually appropriate translation. The following sections will provide

a detailed breakdown of the system’s architecture, its multi-phase translation pipeline, and the specific

strategies employed to handle the complexities of this transformation.

6.1 System Architecture and Core Technologies

The translator is designed as a modular, multi-stage pipeline. This architectural choice ensures a clear

separation of concerns, where each component performs a distinct, well-defined transformation on the

input data. The system processes code by passing it through a sequence of components, starting with

raw source text and progressively enriching and transforming it until the final target code is generated.

This linear flow, depicted in Figure 3, allows for easier testing, maintenance, and future extension of each

individual stage.
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Figure 3: Data flow diagram of the translation system architecture

6.1.1 Core Components

The architecture is implemented through four primary software components, each responsible for a critical

phase of the translation process.

The Java Parser Frontend

The entry point to the pipeline is the Java Parser Frontend. The primary responsibility of this component

is to convert the unstructured text of a Java source file into a structured, machine-readable format. This

is accomplished by invoking a parser, generated by the ANTLR tool from a formal Java grammar. The

parser performs a lexical and syntactic analysis of the source code, producing a detailed parse tree. This

tree is then traversed to construct a more abstract representation, the Abstract Syntax Tree, which is

66



subsequently serialized into a JavaScript Object Notation (JSON) format. This serialized AST serves as a

language-agnostic data structure for all subsequent processing stages.

The Framework and Context Analyzer

Following the initial parsing, the Java AST is passed to the Framework and Context Analyzer. This

component performs static analysis to deduce the technological context of the source code, which is

critical for an accurate architectural translation. It inspects the AST for specific Annotation nodes (e.g.,

@RestController, @Entity) to identify the use of frameworks like Spring or Hibernate. Concurrently, it

examines the project directory structure to locate and parse framework-specific configuration files, such

as struts.xml for Apache Struts or .gwt.xml for the Google Web Toolkit. The output of this stage is a

metadata object that encapsulates the detected frameworks and their configurations, providing essential

context to the next phase.

The AI Transformation Core

The AI Transformation Core constitutes the conceptual heart of the system, where the actual translation

between language paradigms occurs. This component receives the Java AST and the associated frame-

work metadata and formulates a request to a large language model (LLM), specifically Google’s Gemini

model. The model’s behavior is governed by an extensive system prompt that encodes a detailed set of

rules for transforming Java AST nodes into their Python AST equivalents. To manage the context window

limitations of the LLMs, this component first employs a chunking strategy for large source files. There is

a function that is able to divide a class’s members into smaller, syntactically complete segments, which

are then processed individually by the AI model. The core’s output is a JSON object, or a series of JSON

objects, that represents the translated Python AST.

The Python AST Reconstructor and Code Generator

The final component in the pipeline is responsible for converting the AI-generated Python AST from

its JSON representation into executable Python code. This process begins by parsing the JSON text and

recursively instantiating Python’s native AST node objects, a task managed by a helper function. If the

translation was performed in chunks, this component is also responsible for merging the resulting AST

fragments, combining methods into their respective classes, and de duplicating import statements. Once

a single, complete, and valid ast.Module object for the file has been reconstructed in memory, the built-in

ast.unparse() function is invoked to generate the final, human-readable Python source code, which is then
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written to a .py file. At the same time that this code is being generated, the AI model is also generating

multiple unit tests tasked to verify if the Python code works and if its logic makes sense. If the sets of

tests are all passed it automatically means that the code is correct, but sometimes the tests might not

all pass and the generated code is still correct. This can happen due to hallucinations performed by the

generative AI model.

6.1.2 Key Technologies and Libraries

The implementation of the translation system is underpinned by a selection of specialized technologies

and libraries. Each was chosen to address a specific set of requirements within the pipeline, from initial

source code parsing to the final generation of the target language.

ANTLR for Java Parsing

To achieve a reliable and syntactically correct understanding of the source Java code, the system uses

a parser generated by Another Tool for Language Recognition. ANTLR is a powerful parser generator that

builds a parser from a formal grammar specification. By using a comprehensive, publicly available Java

grammar, we can ensure that the system is capable of handling the full syntactic complexity of the Java

language, including modern language features. The ANTLR-generated parser is invoked via a function

that generates the dictionary that stores the AST, which is responsible for transforming the input text into

the structured JSON AST representation that the rest of the system consumes. This approach provides

a more robust and accurate foundation for analysis than the regular expression-based or manual parsing

methods.

Google Gemini for Generative Transformation

The core translation logic, the transformation of Java AST into a Python AST, is delegated to a gen-

erative large language model. The system is specifically configured to use the Gemini-2.5-flash model

from Google’s Gemini family of models. This model was selected for its strong performance in following

complex instructions and its ability to adhere to structured data formats such as JSON. The role of LLMs in

this architecture is not to translate the code in a conventional text-to-text manner. Instead, it is tasked with

a more constrained and structured problem: mapping the nodes and patterns of a source language’s AST

to the corresponding nodes and patterns of a target language’s AST, guided by the extensive set of rules

provided in the system prompt. This structured transformation approach leverages the model’s pattern

recognition capabilities while mitigating the risk of syntactic errors common in direct code generation.
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Python’s ast Module for Code Generation

For all operations related to the target language, the system makes extensive use of Python’s built-in

ast module. This powerful standard library provides a complete toolkit for working with Python’s Abstract

Syntax Trees programmatically. The ast module is central to the final stage of the pipeline. First, the

helper function uses the module’s classes (e.g., ast.FunctionDef, ast.Assign) to convert the LLM-generated

JSON into a valid, in-memory Python AST. Second, after the full AST for a module has been reconstructed

and merged, the ast.unparse() function is called. This function traverses the final AST and renders it back

into a string of syntactically correct, well-formatted Python source code, providing a reliable and safe

mechanism for the final code generation step.

6.2 The Translation Pipeline: A Step-by-Step Breakdown

The core of the system is a sequential pipeline that processes each Java file through a series of well-defined

phases. This section provides a detailed, step-by-step breakdown of this process, from the initial ingestion

of a Java source file to the final generation of its Python equivalent. Each phase builds upon the output of

the preceding one, progressively transforming the representation of the code.

6.2.1 Phase 1: Source Code Parsing and AST Generation

The translation process is initiated when a single Java source file (a file with a .java extension) is sub-

mitted to the pipeline. The first and most foundational phase is the conversion of this raw source text into

a structured, hierarchical representation that is amenable to programmatic analysis and transformation.

This critical task is encapsulated within the function in charge of generating the dictionary aimed to

store the AST, which is invoked at the beginning of the workflow dedicated to the processing of the original

file. This function utilizes a pre-compiled Java parser, which was generated using the Another Tool for Lan-

guage Recognition (ANTLR) framework from a formal Java grammar. The ANTLR-based parser performs

a rigorous lexical and syntactic analysis of the Java code, ensuring that its structure is fully understood

according to the language’s official specification.

The output of the parser is a concrete parse tree, which is subsequently traversed to build a more

abstract and simplified representation: the Abstract Syntax Tree. This AST is constructed as a nested

structure of Python dictionaries, where each dictionary represents a node in the tree (e.g., a class decla-

69



ration, a method call, or a variable assignment) and its key-value pairs represent the node’s attributes and

children. To facilitate portability and prepare the data for the subsequent AI transformation phase, this

dictionary-based AST is serialized into a standardized JavaScript Object Notation string. This JSON object

serves as the canonical, language-agnostic representation of the source file for the rest of the pipeline.

6.2.2 Phase 2: Static Analysis for Framework Detection

A purely syntactic translation is insufficient for migrating complex, real-world applications. To achieve

a meaningful architectural transformation, the system must understand the high-level frameworks and

libraries that govern the application’s structure and behavior. Phase 2 is dedicated to this critical task of

static analysis, which is orchestrated by a function specialized in identifying any frameworks that might

exist in the original Java. This function inspects both the AST of the current file and the broader project

directory, searching for tell-tale signs of specific technologies.

Detecting Spring and Hibernate via Annotations

Modern Java frameworks, particularly Spring and Hibernate (or the Java Persistence API, JPA), rely

heavily on annotations to configure behavior. The system leverages this convention for detection. The

identify_and_map_framework function recursively traverses the Java AST using the find_nodes_by_type

helper to locate all Annotation nodes. It then inspects the qualified names of these annotations.

The presence of annotations such as @RestController, @Controller, @GetMapping, or @PostMapping

within a class’s AST is a definitive indicator of the Spring Framework’s usage for building web ser-

vices. Similarly, the discovery of annotations like @Entity, @Table, and @Id signals the use of Hiber-

nate/JPA for Object-relational Mapping (ORM), indicating that the annotated class represents a database

entity.

Detecting Struts via struts.xml Analysis

Older frameworks like Apache Struts often rely on external XML files for configuration rather than

annotations. To detect Struts, the system shifts its analysis from the AST to the file system. It invokes a

function to perform a recursive search of the project directory for a file named struts.xml.

If this file is located, it is parsed using Python’s standard xml.etree.ElementTree library. The

system then extracts critical information from the XML structure, specifically the <action> mappings.
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These mappings define the core logic of a Struts application, linking a specific URL path to an action class

and a method that should be executed. This information is vital for correctly translating Struts actions

into modern Python web routes.

Detecting GWT via Project Structure

The detection of the Google Web Toolkit (GWT) also relies on a file system-based heuristic. The

system searches the project structure for the presence of a GWT module definition file, which is identified

by its .gwt.xml extension. The discovery of such a file is a strong indication that the project utilizes GWT

for its frontend components. Once GWT is identified, the analyzer performs a secondary scan of the AST

to find interfaces that extend GWT’s RemoteService, as these define the asynchronous procedure call

(RPC) endpoints that need to be migrated to a RESTful API model in Python.

Constructing the Framework Metadata Context

The intelligence gathered during this analysis phase is aggregated into a single, structured dictionary

named framework_metadata. This object contains a list of all detected frameworks (e.g., [”Spring”, ”Hi-

bernate”]) and detailed information specific to each, such as the identified Spring endpoints, Hibernate

entity definitions, or Struts action mappings.

This framework_metadata dictionary is a critical artifact. It is passed along with the Java AST to

the AI Transformation Core in the next phase. By providing this explicit context, the system enables the

language model to move beyond generic language translation and perform a targeted, framework-aware

migration, applying specific rules for converting Spring controllers to Flask routes or Hibernate entities

to SQLAlchemy models.

6.2.3 Phase 3: AST Chunking for Large Files

A significant practical challenge in designing systems that interact with large language models is man-

aging the finite amount of data the model can process in a single request. Enterprise-scale Java files can

often be very large, containing numerous fields and methods, which results in a correspondingly large and

verbose JSON AST representation. Phase 3 of the pipeline is dedicated to a pre-emptive strategy designed

to handle these large files gracefully.
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The Challenge of LLM Context Limits

Large language models are constrained by a ”context window,” which defines the maximum number

of tokens (a unit of text, roughly equivalent to a word or part of a word) that can be included in a single

prompt and response. Submitting a AST that exceeds this limit would result in an APIs error or, worse, a

silently truncated translation and therefore incomplete.

The chunking mechanism was engineered as a robust solution to this fundamental limitation. While

the model currently employed in this project, Gemini 2.5 Flash, features a very large context window

that can accommodate most reasonably sized files without issue, this chunking strategy remains a critical

component of the system’s design. It ensures forward compatibility with other models that may have more

restrictive context limits and guarantees the system’s robustness when faced with exceptionally large legacy

Java files that might still exceed even modern token limits. Therefore, while its necessity may be reduced

with the latest models, it is an essential feature for ensuring the tool’s reliability and scalability across a

wide range of potential inputs and model choices.

Strategy: Splitting by Class Members

The function that splits the AST by class members implements an intelligent, structure-aware splitting

strategy. Rather than crudely dividing the JSON text, which would result in syntactically invalid fragments,

the function operates on the AST itself.
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For example, given the following class declaration, shown in Figure 4, the function identifies all the

member declarations within its body (ie, field declarations and method declarations). It then groups these

members into smaller chunks, with the size of each chunk governed by theMAX_MEMBERS_PER_CHUNK

constant.

Figure 4: Class Task

Crucially, for each chunk of members, the function reconstructs a complete and syntactically valid

CompilationUnit AST. It does this by creating a copy of the original AST’s ”scaffolding”. This includes

the package declaration, all import statements, and the class declaration signature. After that inserts only

the members for the current chunk into the class body. The result is a series of smaller, self-contained

Java ASTs, each of which can be processed independently by the AI Transformation Core without losing

the necessary context of imports and class structure. This can be depicted in the image below where the

Class Task this time is reconstructed as an AST in a JSON format.
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Figure 5: Class Task reconstructed as an AST

6.2.4 Phase 4: AI-Powered AST-to-AST Transformation

This phase represents the conceptual core of the translation system, where the abstract representation

of Java code is transformed into its Python equivalent. Unlike traditional transpilers that rely on a vast set

of hand-coded, deterministic rules, this system delegates the complex pattern-matching and transformation

logic to a large language model. This approach leverages the model’s ability to understand and apply

nuanced rules in a flexible manner, allowing for a more sophisticated and context-aware translation.

Prompt Engineering: The Core of the Translation Logic

The success of the AI-powered transformation is almost entirely dependent on the quality and detail of

the instructions provided to the model. In this system, this is achieved through a comprehensive ”system

prompt”, a static and detailed set of rules and guidelines that is passed to the model with every API
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call. This prompt, defined in the system_message variable, effectively reconfigures the general-purpose

language model into a specialized AST-to-AST transpiler. The prompt is meticulously engineered and

broken down into several categories of rules.

General Rules and Output Constraints. The most fundamental rules establish the contract for the

interaction: the model’s output must be a single, valid JSON object representing a Python AST. This section

of the prompt specifies the required naming conventions for node types (e.g., Module, FunctionDef) and

their corresponding fields (e.g., body, targets), ensuring that the output conforms strictly to the structure

expected by Python’s native ast module. It explicitly forbids any conversational text, explanations, or

extraneous formatting, guaranteeing that the output is machine-parsable.

Framework-Specific Translation Rules. This set of rules enables the system to perform architec-

tural migration, not just syntactic translation. Using the framework_metadata provided in the user prompt,

the model is instructed to apply specific transformations. For example, it contains rules to convert a

Java class annotated with Spring’s @RestController into a series of global Python functions dec-

orated with Flask’s @app.route(). Similarly, it details how to map a Hibernate / JPA @Entity

class to a Python class inheriting from a SQLAlchemy Base, translating @Column annotations into

sqlalchemy.Column definitions. This part of the prompt is what allows the system to modernize

legacy application architectures.

Idiomatic Python and Type Hinting Rules. To ensure the generated code is not merely a literal

translation but is also ”Pythonic,” the prompt includes rules for idiomatic conversions. For instance, it

instructs the model to translate a Java null-check like !myList.isEmpty() into the more concise

and standard Python equivalent, if myList:. This section also contains critical rules for type hinting,

such as the mandatory two-step process for handling potentially null return types: first, adding an import

for Optional from the typing module, and second, wrapping the function’s return type annotation in

Optional[...].

Critical Syntax Rules. This final category of rules addresses non-negotiable aspects of Python syntax

that are common pitfalls in language translation. The most important of these is the rule for the self

parameter: any Java method that is not static must be translated into a Python instance method

whose first parameter is explicitly self. The prompt provides a template for this arg node and emphasizes

its mandatory inclusion. It also specifies the exact structure of the if __name__ == ’__main__: block,
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ensuring that the translated file has a standard and correct entry point for execution.

Interaction with the Gemini API

The interaction with the language model is a carefully orchestrated process for each AST chunk. A final

user prompt is dynamically constructed by combining the static system_message with the dynamic data

for the current chunk.

The user prompt begins by presenting the framework context, explicitly stating which frameworks were

detected by the analyzer in Phase 2 and including the full framework_metadata JSON object. This primes

the model with the high-level architectural context. Following this, the prompt includes the serialized JSON

string of the current Java AST chunk. The model is then tasked with generating the corresponding Python

AST JSON as a response. This entire payload is sent to the Gemini API via the model.generate_content

method, and the system awaits the returned JSON, which represents the successfully transformed AST

chunk.

6.2.5 Phase 5: Python AST Reconstruction and Code Generation

The final phase of the pipeline is responsible for converting the abstract, AI-generated representation of

the Python code into a concrete, syntactically valid source file. This phase takes the JSON output from

the AI Transformation Core and meticulously reconstructs a complete, in-memory Python AST, which is

then used to generate the final code.

Parsing the AI-Generated JSON

The process begins with the raw text response received from the Gemini API for each translated chunk.

The first step is a sanitization routine that strips any extraneous formatting, such as Markdown code

fences (e.g., “‘json“‘ ), that the model might occasionally include. Once cleaned, the raw string is parsed

using Python’s standard json.loads() function, which converts the JSON text into a nested structure of

Python dictionaries and lists. This dictionary is the working representation of the Python AST that will

be processed in the subsequent steps.

Converting JSON Dictionaries to Python ast Nodes

With the Python AST represented as a dictionary, the next step is to convert it into a true in-memory

object graph using the classes provided by Python’s native ast module. This crucial task is performed
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by an assigned helper function.

This function operates recursively, traversing the dictionary structure. For each dictionary it encounters,

it reads the value associated with the "type" key (or "_nodetype" as a fallback) to determine the

corresponding ast class that needs to be instantiated (e.g., ast.FunctionDef, ast.Assign, ast.Call). It then

dynamically instantiates this class, mapping the keys of the JSON object to the keyword arguments of

the class’s constructor. This process is applied recursively to all child nodes, effectively ”rehydrating” the

serialized JSON AST into a live, traversable Python ast object tree.

Merging AST Chunks

If the original Java file was large and consequently split into multiple chunks in Phase 3, the resulting

Python ASTs must be intelligently recombined into a single, coherent module. The system first collects

all the top-level nodes (e.g., Import, ClassDef, FunctionDef) from the body of each translated AST chunk

into a single list.

It then processes this list to correctly merge class definitions that may have been split. It identifies all

methods and attributes belonging to the same class (e.g., MyClass) from different chunks and combines

them into a single ClassDef node for MyClass. A final, critical step in this merging process is the

de-duplication of import statements. The system iterates through all Import and ImportFrom nodes,

unparses them to a string representation to check for duplicates, and discards any redundant import

statements, ensuring the final code is clean and free of unnecessary imports.

Final Code Generation with ast.unparse

Once a single, unified ast.Module object has been constructed, either from a single chunk or by

merging multiple chunks, the final step is to generate the human-readable source code. This is accom-

plished reliably and safely by invoking the ast.unparse() function. This built-in Python function traverses

the final, complete AST object and renders it back into a string, correctly handling syntax, indentation,

and formatting according to Python’s language standards. The resulting string is the final output of the

translation pipeline, which is then saved to a .py file, preserving the original package structure of the

source Java project.
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6.3 Handling Specific Translation Scenarios

This section documents a set of specialized translation rules and strategies implemented in the system to

cope with frequent, complex, and framework-specific constructs that appear in real-world Java codebases.

Each subsection describes the rule set, the motivation, and short examples of the AST transformations

(expressed in the familiar ast-style notation or short code snippets). Where appropriate the text points to

the implementation detail that enforces the rule.

6.3.1 GUI Translation: From Java AWT/Swing to Python Tkinter

Graphical user interfaces written with Java AWT or Swing have no direct one-to-one equivalence in

Python. The translator therefore applies a deterministic mapping from common AWT/Swing idioms

to tkinter constructs, producing Python code that follows typical Tkinter patterns (main window

instantiation, widgets with a parent argument, use of layout managers, and event handler refactoring).

The concrete mappings and the required AST shapes are encoded in the system prompt and enforced in

the reconstruction stage.

Imports andmodule layout. AAWT/Swing import groups such as java.awt.* and java.awt.event.*

are translated into a single Tkinter import (e.g., import tkinter as tk) and, when needed, selec-

tive imports for widget classes. The translator ensures these Import / ImportFrom nodes appear at

the top of the module in the correct order (imports first), according to the module ordering rules used in

the final code generator.

Window and layout. A Java Frame or JFrame is mapped to a tk.Tk() instance. Size and title

calls become geometry() and title() invocations, and absolute layouts (setLayout(null)) are

implemented using place(...) with explicit x, y, width, height arguments. The translator

produces the corresponding AST nodes for attribute assignment and method calls so that:

frame.setSize(w, h);

frame.setVisible(true);

is mapped to:

self.f.geometry(f"{w}x{h}")

# later...

self.f.mainloop()
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and the appropriate ast.Call / ast.Attribute nodes are emitted.

Widgets and positioning. Widget creation includes the parent as first argument like, in Java:

Button b = new Button("OK");

b.setBounds(x, y, w, h);

becomes Python:

self.b = tk.Button(self.f, text="OK")

self.b.place(x=x, y=y, width=w, height=h)

These are emitted as ast.Call / ast.Attribute nodes so they integrate cleanly with the Python

AST reconstruction.

Event handling refactor. Java listener patterns such as b.addActionListener(this) are

refactored to Tkinter’s command= parameter during widget instantiation. Because Tkinter command

callbacks accept no event object, the translator rewrites Java actionPerformed(ActionEvent e)

handlers into a more explicit dispatcher pattern (one handler method that demultiplexes by widget id or use

of lambda). The translator generates lambda wrapper AST nodes when necessary so widget creation

looks like:

self.b1 = tk.Button(self.f, text="1", command=lambda: self.

handle_button_press("b1"))

and produces the corresponding:

def handle_button_press(self, button_id):

...

method in the class body.

Edge cases. Calls such as dispose() and window-closing hooks are translated to self.f.destroy()

and self.f.protocol("WM_DELETE_WINDOW", handler) respectively. All of the above map-

pings are deterministic rules in the system prompt and the translator validates the returned Python AST

fragments against these expectations before reconstruction.

6.3.2 Backend Framework Migration

One of the principal strengths of the system is its framework-aware translation. The framework detector

constructs a framework_metadata object that captures evidence (annotations, XML files, file structure)
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and that metadata is fed to the AI core so framework-specific rules can be applied during AST→AST

translation. The translator contains explicit rules for Spring, Hibernate/JPA, Struts and GWT.

Translating Spring MVC to Flask Routes

Detection and intent. Classes annotated with @RestController or methods annotated with @GetMapping

/ @PostMapping are detected in the static analysis phase and added to framework_metadata. The

AI transformation is instructed to map these classes and their annotated methods into Flask equivalents.

Concrete mapping rules. The translator enforces (via the system prompt) the following mandatory

mapping:

• Add from flask import Flask, jsonify, request to the module imports and create

app = Flask(__name__) early in the module body.

• Convert @GetMapping("/path/id") into @app.route("/path/<int:id>", methods=['GET'])

and adapt parameter sources (@PathVariable, @RequestParam) into function parameters or

request.args / request.json usages.

• Convert ResponseEntity.ok(payload) style returns into return jsonify(payload_dict),

200.

These rules are encoded in the static system prompt and the final merge phase ensures the generated

nodes are correctly ordered (imports, classes, app instantiation, repository instantiation, route functions,

main block). Note: for Spring controller classes the final combination step deliberately flattens controller

method bodies into module-level route functions so that the generated Flask app follows common Flask

idioms (the implementation flattens controller classes when Spring is detected).

Implementation remark. Because this rule changes the structural shape of the code (class methods

→ module functions), the merging stage contains logic to safely reorder nodes and de-duplicate imports

so the produced module does not produce NameError exceptions at runtime. The ordering constraints

are part of the module assembly in the final code generation step.

Mapping Hibernate/JPA Entities to SQLAlchemy Models

Entity detection and mapping. Classes annotated with @Entity (and related annotations) are de-

tected and their field annotations are inspected. The translator maps these into SQLAlchemy declarative
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models: add Base = declarative_base() to themodule, set __tablename__ from @Table(name="..."),

and translate fields annotated with @Id/@Column into Column(...) definitions with appropriate SQLAlchemy

types and primary_key flags. The generated AST will include the necessary SQLAlchemy imports

(e.g., from sqlalchemy import Column, Integer, String) at the module top.

Session and query patterns. Typical Hibernate Session and EntityManager patterns (e.g.

session.save(...) , createQuery(...)) are mapped to SQLAlchemy session operations

(db_session.add(...), db_session.query(...)). The translator emits AST nodes for sessionmaker

initialization and calls to engine/session as needed. These behaviors are encoded as explicit prompt

rules so the AI tends to follow them consistently.

Modernizing Struts Actions and GWT Services into REST APIs

Struts action mapping. If a struts.xml is present the analyzer extracts <action>mappings and

their result nodes; thosemappings are translated to Flask route handlers with the former authenticate

or execute method logic placed inside the route function body. The translator also proposes data valida-

tion replacements (e.g., translating ActionForm into Pydantic models or simple dictionaries) for input

handling.

GWT to API + Frontend separation. GWT RPC interfaces are translated into REST endpoints

and the translator emits a comment placeholders advising that client UI code must be implemented in

JavaScript. Data Transfer Objects (DTOs) used by GWT are emitted as serializable Python structures

(dictionaries or Pydantic models) so they can be returned by Flask endpoints. This architectural shift

is explicitly documented in the system prompt because translating Java client widgets to Python is not

feasible.

6.3.3 Core Java-to-Python Language Constructs

Handling the main Method and Script Entry Points

The translator recognises public static void main(String[] args) and applies a two-part

translation:

1. Create a FunctionDef named main with an args parameter typed as list[str] (the trans-

lator emits the arguments/arg nodes accordingly)
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2. Add an If node for the if __name__ == '__main__': block that calls the translated main

(either as main([]) or ClassName.main([]) depending on whether main was retained as a

static method inside a class).

If a Java main was translated as a static class method, the translator ensures @staticmethod is

included in the method’s decorator_list. These rules are strict because forgetting them would cause

runtime errors in Python.

Translating Standard Java Library Classes

Common standard library mappings are implemented as deterministic rules. Examples:

• Math.sqrt(...) → math.sqrt(...) and an Import node for math.

• ArrayList / new ArrayList<>() → Python list literal []; add() → append(),

get(i) → indexing, size() → len(...), isEmpty() → not list.

• Scanner(System.in) → translated usage of input(); nextInt() → int(input()) (with

mention of ValueError handling).

• LocalDateTime.now() and DateTimeFormatter.ofPattern(...) → datetime.now()

and strftime(...) transformations (with from datetime import datetime import nodes

added).

These conversions are represented by specific ast node shapes in the JSON AST the model is asked

to produce; the dict_to_ast_node rehydration code then instantiates the actual Python ast nodes

used to generate source.

Mapping Project-Local Imports and Class Dependencies

Local Java imports of the project (e.g. import com.example.model.User;) are translated

into precise Python ImportFrom nodes that reference the corresponding module file path (for exam-

ple, from com.example.model.User import User). The translator does not translate them

into from com.example.model import User because that treats the class name as a module and

leads to runtime type/namespace issues. The correct mapping is enforced by rules in the system prompt

and validated when reconstructing the final AST. The output writer also ensures that package directories

contain __init__.py files where necessary so Python imports succeed at runtime.
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Addressing Operator and Control Flow Divergences

Differences in language constructs are handled by canonical AST rewrites:

• Java’s ++ post-increment is translated into the use of the current value in an expression followed

by an explicit AugAssign (+= 1) on the next statement.

• switch statements are converted either to if/elif/else chains or to Python match/case

when the pattern is suitable for the newer syntax.

• try/catchmaps to try/exceptwith exception class translations (e.g., IllegalArgumentException

→ ValueError or an appropriate Python equivalent).

• Ternary expressions (condition ? a : b) become conditional expressions (a if condition

else b).

These translations are both expressed in the model prompt and enforced when validating the AI returned

AST fragments before merging.

Chunking and large file handling. A practical, implemented strategy for very large Java files is

to split a class AST into multiple syntactically complete compilation unit chunks (by class members) so

that each chunk fits comfortably in the model context window; each chunk is translated independently

and later merged. This chunking algorithm (split_java_ast_by_class_members) produces valid

CompilationUnit fragments that preserve imports and class scaffolding, then after the AI stage the

fragments are recombined, their class bodies merged, and imports de-duplicated before final unparse.

This strategy minimizes prompt errors caused by context limits and preserves correctness across large

classes.

Final merging and validation. After all chunks are processed, the pipeline performs a careful merge

and ordering pass: it groups imports, merges split class definitions, de-duplicates import statements by

unparsing them to string and checking duplicates, and ensures the required module ordering (imports →

classes → app instantiation → repository instantiation → routes → main block) is respected prior to calling

ast.unparse() to generate the final Python source. This final pass is critical for producing runnable

and idiomatic code.
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6.4 Tooling and Usability

Beyond its internal architecture, the translation system has been designed and implemented with prac-

tical usability in mind. This section describes the aspects of the tool that make it accessible for both

experimental and production use, including its command-line interface, flexible file and directory handling,

and the structured generation of outputs and logs for traceability.

6.4.1 Command-Line Interface

The core translator is exposed through a simple and intuitive Comand Line Interface (CLI), implemented

using Python’s argparse library. Users can invoke the script by specifying the path to a single Java

source file or to the root directory of a Java project. This input path is parsed from the command line

arguments and passed into the process_java_file or process_java_directory workflows de-

pending on the detected target type.

A typical CLI execution follows the form:

python app_automated_ast_translation.py --input path/to/MyClass.java

The CLI provides informative console output throughout execution, reporting key milestones such as

framework detection, AST chunking, AI translation, and code generation.

In the web application variant (Figure 6), the tool is run indirectly via a Flask server endpoint. In this

mode, files are uploaded through a browser interface, stored in the uploads directory, and then passed

to the same core translation pipeline.

6.4.2 File and Directory Handling

The translator can process both individual Java source files and entire project directory trees. In directory

mode, the system recursively traverses the given path, locating all files with a .java extension. Each file

is processed independently through the multi-phase pipeline described in Section 6.2.

For single-file translations, the tool directly reads the file contents, generates the Java AST, and passes

it into the pipeline. In project mode, the recursive search preserves the relative directory structure so that

translated Python files maintain the original package layout.
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Figure 6: Web application mode running locally, showing file processing, chunk handling, and unit test

results.

Uploaded files in the web application mode are stored under uploads/, grouped into timestamped

subdirectories. Generated translations are stored under outputs/ with matching timestamps, ensuring

each translation run is isolated.

6.4.3 Output Generation and Logging

For each translation session, the tool creates a dedicated timestamped output directory. All generated

Python files are saved here, preserving the original directory and package structure of the source project.

In addition to translating the code, the system produces a comprehensive Markdown log file that serves

as a detailed audit trail.

A typical console log during a web session might appear as:

Found 1 Java file(s). Starting translation...

Processing chunk 1/2...

Processing chunk 2/2...

PASS: Tests for 'test.process_numbers' succeeded.

SUCCESS: Generated Python code saved to outputs/2025-08-08_18-52-05/test

.py
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The log file records:

• Framework detection results.

• Details of AST chunking for large files.

• AI model interactions and responses.

• Unit test generation and pass/fail status.

• Any warnings or errors encountered.

Figure 7 illustrate these aspects in practice, showing the resulting project directory layout.

Figure 7: Project folder structure with timestamped uploads and outputs directories.

6.5 Web App Integration

To enhance the usability and accessibility of the translation system, the core command-line functionality

was encapsulated within a web application. This provides a graphical user interface (GUI) that allows users
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to interact with the tool without needing to operate in a terminal environment, thus making the system

available to a broader audience. This section details the architecture of this web application and the design

of its user interface.

6.5.1 Converting the App to a Web Application

The web application was developed using Flask, a lightweight and flexible web framework for Python.

The choice of Flaskwasmotivated by its simplicity and the ease with which it can be integrated with existing

Python code. The web_app.py script serves as the entry point for the web server and orchestrates the

interaction between the user and the core translation engine.

A key design principle was the separation of concerns between the web interface and the translation

logic. The core translation functionality, contained within app_automated_ast_translation.py, is imported

into the web application as a single function, run_translation. The web application is responsible for

handling HTTP requests, managing file uploads, and rendering HTML templates, while the imported

function remains solely responsible for executing the translation pipeline.

The process is initiated via the /transpile endpoint, which accepts POST requests from the main

web form. This endpoint performs the following steps:

1. Creates a unique directory for the current request to isolate its files from other concurrent requests.

2. It determines whether the user is uploading a single .java file or a .zip archive containing a full

project.

3. The uploaded file is saved to the unique request directory. If it is a .zip archive, its contents are

extracted.

4. The run_translation function is then invoked, with the path to the uploaded source file or directory

passed as an argument. Critically, an output_root_dir_override argument is also passed, directing

the translation engine to place its output into the request-specific directory.

5. Upon completion, the Flask application reads the generated Python files and theMarkdown log

file from the output directory.

6. Finally, it renders the result.html template, passing the translated code, log content, and other

contextual information to the user’s browser.
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This architecture effectively wraps the powerful command-line tool in a user-friendly web service, han-

dling all the temporary file management and process invocation behind the scenes.

6.5.2 Web App Interface

The user interface is designed to be clean, intuitive and informative, guiding the user through the

translation process and presenting the results in a clear and organized manner. It consists of two primary

views: the upload page and the results page.

The main page of the application, shown in Figure 8, presents the user with a straightforward choice:

translating a single file or an entire project. The interface dynamically updates to show the appropriate file

input control based on the user’s selection, minimizing clutter and preventing user error.
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Figure 8: The main upload interface of the web application.

After the translation is complete, the user is redirected to a results page, which intelligently adapts its

layout based on the type of translation performed. For a single-file translation, the interface is split into

a two-panel view, as depicted in Figure 9. The left panel displays the generated Python code, while the

right panel shows the detailed translation log. This allows for a direct comparison and review of the output.

Download buttons are provided for both the code and the log file.

For a multi-file project translation, the results page adopts a more comprehensive layout suited for

navigating a directory structure, as shown in Figure 10. A prominent button at the top allows the user to

download the entire translated project as a single .zip archive. Below this, the main view consists of

an interactive file tree on the left and a content viewer on the right. The user can browse the translated

project’s directory structure and click on any file to view its contents, which are fetched and displayed

asynchronously. The full translation log is also presented at the bottom of the page for a complete overview

of the entire project’s translation process.
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Figure 9: The results page for a single-file translation.

Figure 10: The results page for a multi-file translation.
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6.6 Chapter Summary

This chapter has provided a detailed technical exposition of an automated Java-to-Python translation

system. The core of this work is a novel approach that moves beyond traditional lexical transpilation by

operating on a higher level of abstraction: the Abstract Syntax Tree (AST). The system’s architecture is

designed as a modular, multi-phase pipeline that systematically transforms Java source code into modern,

idiomatic Python.

The process begins with the Java Parser Frontend, which uses ANTLR to create a robust JSON

representation of the source code’s AST. This is followed by the Framework and Context Analyzer, a

static analysis phase that inspects the code and project structure to detect the use of major frameworks

like Spring, Hibernate, Struts, and GWT, compiling these findings into a critical metadata object.

The central component is the AI Transformation Core, which leverages the Google Gemini lan-

guage model. Guided by a meticulously engineered system prompt containing hundreds of specific rules,

the AI transforms the Java AST into an equivalent Python AST. This prompt-driven approach allows for

sophisticated, context-aware translations, including architectural migrations (E.G., SPRING TO FLASK) and

the handling of complex language idioms. To ensure reliability, a chunking mechanism was implemented

to manage large source files by splitting and processing them in segments.

The final phase, the Python AST Reconstructor and Code Generator, takes the AI’s JSON output,

reconstructs a valid in-memory Python AST using the native ast module, merges any translated chunks,

and unparses the final tree into executable Python code. The system’s effectiveness was detailed through

its handling of specific scenarios, from GUI and backend framework migrations to the precise translation

of core language constructs.

Finally, the chapter described the system’s practical usability, manifested as both a command-line

tool and an intuitive Flask web application. This dual interface makes the powerful translation engine

accessible to a wide range of users, demonstrating a complete and well-rounded implementation of an

advanced, AI-augmented code translation solution.

To round up this chapter here is a list of everything developed in this project:

• The application implemented (JavaToPython): http://207.154.252.171/
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• Website created about the paper published, it includes the document, the tools tested and the

scripts used to evaluate the output precision: https://justandre02.github.io/Comparative-Review-

and-Empirical-Evaluation-about-transpilers/

• Landing page abou the project that redirects the user to the things mentioned before as well as the

document you are reading: http://www.java.2.python.pt/
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Chapter 7

Conclusion

Each chapter is designed to build upon the previous one, creating a coherent narrative that systemati-

cally addresses the research objectives. The document progresses from theoretical foundations through

empirical investigation to critical analysis and conclusive insights.

Introduction

The initial chapter establishes the research context, presenting motivation, objectives, and the funda-

mental challenges in code translation. It provides a critical overview of the intersection between transpila-

tion techniques and machine learning approaches.

State of the Art

This section provides an in-depth analysis of the state of the art in code translation, beginning with a

comprehensive examination of transpilers and progressing towards the emerging integration of Artificial

Intelligence in this field. It first explores the theoretical foundations of transpilation, outlining the formal

principles that govern source-to-source code conversion and the historical evolution that led from early,

rule-based tools to more advanced and modular architectures. The technical mechanics behind these

systems are discussed in detail, describing how they rely on parsing, Abstract Syntax Tree (AST), and

transformation rules to achieve accurate translation between programming languages. In addition, the

typological classifications of transpilers are reviewed, distinguishing between language-specific implemen-

tations, intermediate-representation-based systems, and hybrid approaches. The analysis further con-

siders practical applications—including legacy code migration, platform interoperability, and performance

optimization—before identifying persistent challenges and limitations, such as semantic drift, framework

dependencies, and the substantial development effort required to maintain precision across diverse lan-

guages.
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Building upon this foundation, the chapter then examines the role of Artificial Intelligence (AI) in code

translation, highlighting how advancements in Machine Learning (ML) and Natural Language Processing

(NLP) have transformed the landscape of program transformation. It begins by presenting the core AI

concepts relevant to this domain, emphasizing how generative and transformer-based models learn to

represent both the syntax and semantics of code. The discussion extends to techniques for automated code

analysis and transformation, exploring methods for error detection, refactoring, and optimization driven by

data-centric learning. Moreover, it investigates strategies for cross-linguistic code translation, showing how

AI systems can capture contextual intent beyond direct syntactic correspondence. The section concludes

by considering practical applications and performance impacts of AI-assisted translation and reflecting on

future directions and emerging challenges, including scalability, interpretability, and maintaining semantic

fidelity in increasingly complex translation scenarios.

Project Proposal

This chapter presented a comprehensive proposal for a hybrid code translation system that combines

traditional transpilation techniques with modern machine learning approaches. Through detailed sequence

diagrams and component analysis, it was explained how each element of the system contributes to the

overall goal of accurate and efficient code translation while maintaining code integrity and functionality.

Research conducted about transpilers

In this chapter an independent comparative analysis of various code transpilers was conducted. The

research aim to compare all the transpilation tools focused on four main metrics: execution time, CPU

usage, memory consumption, and translation accuracy.

Implementation

In this chapter, every aspect of the application developed in this project is documented. This means

contextualizing the application, explaining the different phases of the application with snippets of code and

the inclusion of images depicting the system outcomes.

7.1 Results

In this section, themain outcomes of the system developed will be emphasized. Chapter 5 discussed the

study carried out to test systematically several existing transpilers. Following precisely the same approach,
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the application developed was also tested, using the same input code in order to have a direct comparison

to the results gathered in the previous research.

With that being said, the application developed showed the following performance results:

• Execution time: 0,67 seconds

• CPU Usage: less than 1%

• RAM Usage: 92,66 MB

Concerning the precision of the output code this application registered a 95 out of 100 score, using

the same benchmark used for the Java2Python test.

It is important to note that, although the application reported an execution time of less than one second,

the tool actually required around 20 seconds to complete its processing. This difference occurs because

the user’s machine handles most local tasks quickly, while the main operations depend on a generative AI

model. This process includes tasks like AST translation, AST splitting, member chunking and generation

of unit tests to the AST translated. This process may seem a lit bit redundant and the sequence of

tasks performed causes the high execution time but that approach is essential to the project architecture,

ensuring an extra layer of security and precision.

When compared directly with the Java2Python tool, the results may seem disappointing. However, this

applies mainly to small examples. In larger projects, although Java2Python remains faster, it requires

much more computational power and produces many more errors in the translated code. Another issue

that distinguishes both applications is the fact that the developed application is built to also translate whole

projects, which is much more useful to companies and users in general who want to use this application

to take past work done and transform it.

7.2 Final Thoughts

This project has been a rewarding experience. All the objectives initially proposed were successfully

achieved. Additional contributions, such as the publication of an article1, increase the author’s satisfaction.

1 https://drops.dagstuhl.de/entities/document/10.4230/OASIcs.SLATE.2025.11
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Summing up, it has been demonstrated that the integration of Machine Learning techniques

into transpilation processes significantly enhances their overall effectiveness. Naturally, there

are minor drawbacks, such as the occasional variation in the output generated by the AI model when given

the exact same prompt. However, this aspect was thoroughly analyzed during the project, and it was

observed that even when the model produced different outputs, the results remained consistently correct,

albeit with some variations in detail.

In today’s AI landscape, this project is highly significant, showing how AI can address programming

challenges that are often neglected. While this work focused on the translation of Java into Python, two

of the most widely used programming languages, the same methodology could be applied to many others.

7.3 Future Work

In the recent future it would be interesting to return to this project in order to improve some smaller

aspects that still make a lot of difference. One of them is, for example, the section where the ASTs are

tested. Although that section is working it has a few inconsistencies created by hallucinations made by

the AI model. It would be ideal to find a reliable solution in order to end this problem. Another future

task would be upgrading the framework detection side of the application in order to have direct switching

between languages in more frameworks from Java instead of only the five most popular. This would

ensure that the generative AI model doesn’t choose wrong frameworks when task to translate a file or

project that involves a framework.

Looking ahead into a more distant future, one natural continuation of this research would involve extend-

ing the approach to legacy programming languages, such as COBOL, and translating them into modern

equivalents. This is of particular importance considering that such languages continue to be widely used in

the job market, especially within the financial sector. In the past year alone, more than 4,000 job postings

in the United States required expertise in these technologies.

If this project left you interested, check out the website2 developed associated with this thesis, where

you can find the document you just read,a redirection button that takes you to the application developed,

and also another website related to the paper published about this whole project.

2 http://www.java.2.python.pt/
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